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The Education Endowment Foundation (EEF) is an independent grant-making charity dedicated to breaking the link 

between family income and educational achievement, ensuring that children from all backgrounds can fulfil their potential 

and make the most of their talents. 

 

The EEF aims to raise the attainment of children facing disadvantage by: 

 

¶ identifying promising educational innovations that address the needs of disadvantaged children in pri-
mary and secondary schools in England; 

¶ evaluating these innovations to extend and secure the evidence on what works and can be made to work 
at scale; and  

¶ encouraging schools, government, charities, and others to apply evidence and adopt innovations found 
to be effective. 

 

The EEF was established in 2011 by the Sutton Trust as lead charity in partnership with Impetus (formerly Impetus 

Trust) and received a founding £125m grant from the Department for Education.  

Together, the EEF and Sutton Trust are the government-designated What Works Centre for improving education 

outcomes for school-aged children. 

 

For more information about the EEF or this report please contact: 

 

Jonathan Kay 

Education Endowment Foundation  

5th Floor, Millbank Tower 

21ï24 Millbank  

SW1P 4QP 

 

0207 802 1653  

 

jonathan.kay@eefoundation.org.uk  

 

www.educationendowmentfoundation.org.uk 
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Executive summary 

The project 

The Craft of Writing (CoW) is an intervention aimed at improving the writing skills, writing self-efficacy and writing 

creativity (ideation) of primary school pupils by developing teachers as ówritersô and improving their own writing practice 

and their teaching of writing. This intervention was delivered to Year 5 pupils between June 2018 and July 2019 by the 

University of Exeter, the Open University and Arvon, a creative writing charity. 

CoW consists of training for self-nominated teachers, which takes place over two residential weekends and three follow-

up continuing professional development (CPD) days. The training, led by professional authors, focuses on learning to 

apply the CoW framework in the classroom. The CoW framework is made up of five overarching elements: language 

choices, text-level choices, the readerïwriter relationship, being an author, and the writing process.  

The study was a two-arm school-level clustered randomised efficacy trial with 94 schools independently evaluated by a 

team from University College London (UCL) and the Behavioural Insights Team (BIT). The trial looked at the impact of 

the intervention on pupilsô writing attainment as primary outcome, and writing self-efficacy and ideation as secondary 

outcomes, although we note the challenges inherent in capturing pupilsô writing attainment at scale. The study also 

included an implementation and process evaluation (IPE) which measured compliance and fidelity, and qualitative 

analysis of case studies from six schools that took part in the trial. This evaluation was jointly funded by the EEF and 

the Royal Society of Arts (RSA). 

Key conclusions  

1. Children in the Craft of Writing (CoW) treatment schools made no additional progress in writing compared to children in 
business-as-usual control schools. This is our best estimate of impact which has a low to moderate security rating. However, 
as with any study, there is uncertainty around the result: the possible impact of this programme ranges from three monthsô less 
progress to positive effects of two additional months of progress.    

2. FSM-eligible pupils in the CoW treatment schools made no additional progress in their writing or self-efficacy test scores as 
compared to children in business-as-usual control schools. However, free school meals (FSM)-eligible pupils in the CoW 
treatment schools made progress in ideation, on average, compared to children in the business-as-usual control group. This 
provides some indication that the intervention may be beneficial for increasing the creativity of children from disadvantaged 
backgrounds.  

3. 94% of surveyed teachers, who self-nominated to participate in the study, said that CoW improved their confidence as a writer 
and 67% said that the intervention had a óvery positiveô impact. However, surveyed teachers, reported a tension between using 
the materials they had been given and following the national curriculum.  

4. Teachers reported that the intervention challenged them to rethink how they teach writing and their own writing practice, which, 
if successful and useful, may only have an effect in a longer-run timeframe than measured in this trial.  

EEF security rating 

These findings have a low to moderate security rating. This was a well-designed efficacy trial, which tested whether the 

intervention worked under developer-led conditions. The trial lost three padlocks, due to missing data and the number 

of pupils and schools who started the trial but were not included in the final analysis. Over 30% of the pupils who started 

the trial were not included the final analysis, either because schools declined to participate in testing at the end of the 

intervention, or because pupils were absent at the point of testing. In addition, it is not entirely clear how many pupils 

were randomised to the intervention. 

Additional findings 

Pupils in CoW schools made no additional progress in their writing test scores compared to those in the control group 

equivalent. This is our best estimate of impact, which has a low to moderate security rating. As with any study, there is 

always some uncertainty around the result: the possible impact of this programme also includes small negative effects 

of three months of less progress and positive effects of up to two months of additional progress. 
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Pupils in CoW also made no additional progress in their self-efficacy and ideation scores (secondary outcomes) 

compared to those in the business-as-usual control group. While there was no evidence of a differential effect on the 

primary outcome measure for FSM-eligible pupils, the sub-group analysis seems to suggest three monthsô progress on 

FSM pupilsô ideation or creativity as a result of participating in the CoW intervention. However, this result may be less 

secure than the primary outcome findings, due to the smaller sample within the FSM sub-group. 

Whilst its development (Dunsmuir et al., 2015) and the observations from a pilot of the writing assessment measure 

(WAM) suggested that 15 minutes was sufficient for pupils to produce a writing sample that could be meaningfully 

assessed, the programme developers raised concerns on the limited amount of time. The evaluators took this concern 

seriously while aiming to maintain broad alignment with previous use of the WAM. As such, in a change from the WAM 

as previously used, five minutes of planning time in which pupils could make notes were provided at the start of the 

activity.  

The IPE reported low levels of compliance in terms of attendance at the training sessions (with 45% of schools not 

complying to the expected training requirements); however, further analysis did not find evidence of differential treatment 

effects among schools with higher levels of compliance for the primary outcome.  

The IPE and qualitative case studies analysis found evidence supporting the majority of elements of the CoW logic 

model (Figure 1) and theory of change, and identified buy-in from the senior leadership team (SLT) and embedding of 

the approach in teaching the national curriculum as key factors for successful implementation. However, interviewed 

teachers felt that, whilst this intervention challenged them to change their thinking about writing and their own writing 

practice, there was a tension between using the materials they had been given and following the national curriculum.  

This study found that ópupilsô enthusiasm about writingô and ópupils applying the CoW framework in their written workô 

were also important elements or mechanisms that could lead to improved pupilsô outcomes, and so these were ultimately 

added to a revised version of the CoW logic model (Figure 8).  

The existing evidence on whether teachersô writing practice impacts pupil outcomes showed mixed results. The results 

from this trial support this existing evidence, since the effect sizes obtained are small in magnitude and are unclear (with 

the primary outcomeôs effect size being slightly negative and the secondary outcome effect sizes being slightly positive).  

Cost 

The average cost of CoW for one school was around £669 for the year, or £9 per pupil per year when averaged over 

three years.  

Impact 

Table 1: Summary of impact on primary outcome 

Outcome/ 
group 

Effect size 
(95% 

confidence 
interval) 

Estimated 
months of 
progress 

EEF security 
rating 

Number of 
pupils 

p-value EEF cost rating 

WAM score 
(ideas scale 
double 
weighted) / 
overall 

ï0.03 
(ï0.19, 0.12) 

0 
 

1697 0.68 £ £ £ £ £ 

WAM score 
(ideas scale 
double 
weighted) / 
FSM-eligible 

ï0.04 
(ï0.28, 0.20) 

0 N/A 495 0.73 £ £ £ £ £ 
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Introduction 

Background 

This evaluation is part of a round of funding between the Education Endowment Foundation (EEF) and the Royal Society 

of Arts (RSA) to test the impact of different arts-based learning strategies in English schools entitled óLearning about 

Cultureô.1 The aim is to improve the evidence base around arts-based education programmes. It consists of five 

programmes: two in Key Stage 1 (KS1) (Reception and Year 1) and three in Key Stage 2 (KS2) (Year 5). Despite the 

unique aspects of these intervention models, there are many similarities in how they are delivered and what they hope 

to achieve.2 The programmes have been supported by Arts Council England. 

The background for the study is that a focus on increasing attainment in literacy and numeracy has been criticised for 

leading to a marginalisation of art, music and cultural studies in English schools (Neelands et al., 2015). The UK 

Governmentôs Culture and Sport Evidence review (Newman et al., 2010), which summarised much of the observational 

and qualitative research in this area, showed pupil participation in cultural learning programmes (from piano training to 

theatre-based drama projects) to be correlated with higher levels of achievement in mathematics and literacy / English 

in both primary and secondary school. The review also linked participation in cultural learning programmes to faster 

language development in the early years and improved cognitive ability. Additionally, large-cohort observational studies 

in the US have suggested that the mathematics and literacy gains to cultural participation are particularly large for pupils 

from low-income groups (Catterall, 2009; 2012). 

Research into the relationship between providing teachers with an opportunity to develop their own identities and skill 

sets as writers and pupil outcomes is patchy. There is some evidence of impact on teachersô skills, knowledge and 

confidence in facilitating creative writing (Redmond, 2010), and on pupilsô attitudes and engagement as writers (Wilson, 

2010), but a systematic review by Cremin and Oliver (2017) found that the evidence base regarding the impact of 

teachersô writing on pupilsô outcomes is small and does not show a clear impact. Specifically, they reviewed all studies 

from 1990ï2015, finding only 22 that met the standards to be included in their systematic review3; these studies lead to 

an inconclusive picture of whether or not teachers who teach writing óneed to be writersô, but highlight the role of pre-

service and professional development programmes in helping teachers develop their assurance and identities as writers. 

Building on this limited prior evidence base, this evaluation was designed to estimate the effect of participating in the 

Craft of Writing (CoW) over the course of one school year on pupilsô writing skills. The CoW is an intervention to develop 

teachers as writers, thereby improving their own writing practice and their teaching of writing (more details below in the 

Intervention section). This trial was designed as a two-arm clustered randomised trial with randomisation occurring at 

the level of the school. This level of randomisation was selected since entire classes participate in the programme and 

thus the risk of contamination within schools is very high. The two arms were: (i) participation in the CoW (treatment); 

and (ii) business-as-usual (control). Blocking was used in the randomisation to improve cross-arm comparability of 

schools, to improve precision of estimates, and to allow schools that sign up early to receive their allocation sooner than 

they otherwise would (this is important because of the nature of the intervention requiring as much notice of allocation 

as possible to be given to teachers, given it requires activity outside of their normal working hours; see the Intervention 

section for more details). Initially, we had planned to look at the long-term effects of participating in the CoW after one 

further year, looking at results from the end of KS2 national curriculum tests in English grammar, punctuation and 

spelling.  

 

1 See the RSA website for further details (https://www.thersa.org/globalassets/pdfs/reports/rsa-learning-about-culture-report.pdf). 
2 For an overarching flow diagram of the programme similarities, please see Appendix 1 in the evaluation protocol 
(https://educationendowmentfoundation.org.uk/public/files/Projects/Evaluation_Protocols/Craft_of_Writing_evaluation_protocol.pdf).  
3 The inclusion criteria for this review were: óstudies focused on teachersô identities and practices as writers; addressed primary, secondary or pre-
service teachers in mainstream education; and were peer-reviewed reports of empirical investigations with some connection to the classroom. Studies 
were excluded if they were not published in English; were EFL focused; or were autobiographical accounts from writing teachers rather than 
investigationsô (Cremin & Oliver, 2017, p. 271). Studies were evaluated by two independent reviewers on two measures: ómethodological detail 
(research questions, sample, methods of data collection and analysis); and contribution of findings to the review questionsô (Cremin & Oliver, 2017, 
p. 271). They were rated as low, medium or high. 
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We note upfront that it has been necessary for the analysis of this trial to deviate substantially from our initial plans set 

out in the project protocol and statistical analysis plan (SAP). These stem from issues in accessing the pre-test data that 

we expected to be able to obtain from the Department for Education (DfE)ôs National Pupil Database (NPD). During the 

implementation of the trial the DfE changed the way in which data from the NPD are made available to researchers, 

switching from providing extracts that can be used alongside project data within evaluatorôs own secure computing 

systems to requiring access within the Office for National Statistics (ONS) Secure Research Service (SRS). In turn, this 

means that it is now necessary for project data to be uploaded to the SRS. Given that this project data is considered 

personal data over which we as evaluators are data controllers, this requires the conclusion of an appropriate data 

sharing or processing agreement between the evaluator and the DfE and/or the ONS in order to provide legally required 

reassurance by the DfE/ONS about the treatment of personal data over which the evaluator is controller. 

Due to extended negotiations and delays between the evaluators and DfE/ONS, which we understand to have been 

severely exacerbated by additional workload due to the COVID-19 pandemic, in the interests of completing these 

evaluations and after discussion with the EEF and project teams, the decision was made to proceed with analysis, with 

deviations from protocol flagged as we move through the Methods section. These deviations were reported to the EEF 

ahead of conducting the analysis. Beyond issues inherent in deviating from pre-registered protocol, the main implications 

for the analysis are reductions in the statistical power relative to expectations. 

It is important to understand the implications of this change. The purpose of including baseline measures in the current 

evaluation is to increase its statistical precision (i.e., to reduce the uncertainty around intervention impact estimates, 

which makes them more likely to be statistically significant). Importantly, both the original and the substituted baseline 

measures are taken from prior to the randomisation and intervention. Therefore, due to the randomised nature of the 

evaluation, their inclusion does not bias any intervention impact estimates, but only affects the statistical uncertainty 

around these estimates (i.e., the extent to which they are detectable as statistically significant). Given EEF policy to 

report impact estimates whether or not they are statistically significant, there is an increased risk that headline positive 

or negative effects are just due to this uncertainty, rather than representing a true effect. As a result, we particularly 

stress the importance of statistical significance as a check on interpretation of the results in this report. 

Intervention 

1. Brief name. Craft of Writing (CoW) 

2. Why (rationale / theory). The Craft of Writing (CoW) intervention provides a sustained óArvon experienceô, 

developing teachers as writers, and is combined with a more explicit focus on pedagogical implications for the 

classroom. The intervention is underpinned by a framework of craft knowledge co-created with professional 

writers.4 The CoW Framework represents a model of subject knowledge for teachers to inform their teaching of 

writing, and is structured around five aspects of knowledge: the writing process; being an author; the readerï

writer relationship; textual choices; and language choices. It is used to support teachers in integrating what they 

learn from the Arvon teachersô confidence as writers and as teachers of writing. 

3. What (materials). All resources and materials for CoW are available online from 

http://socialsciences.exeter.ac.uk/education/research/centres/writing/projects/craftofwriting/interventi

onschools/. The resources used included (see Activities in Figure 1): 

¶ the laminated CoW Framework, a booklet summarising the framework (its features and feedback elements), 

available as Appendix M of this report; 

 

4 All intervention materials including the Framework of Craft are available at 

http://socialsciences.exeter.ac.uk/education/research/centres/writing/projects/craftofwriting/interventionschools/. The Framework is available in 

Appendix M. 

http://socialsciences.exeter.ac.uk/education/research/centres/writing/projects/craftofwriting/interventionschools/
http://socialsciences.exeter.ac.uk/education/research/centres/writing/projects/craftofwriting/interventionschools/
http://socialsciences.exeter.ac.uk/education/research/centres/writing/projects/craftofwriting/interventionschools/
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¶ residential weekend and CPD PowerPoints (one set per day, topics include óBeing an Authorô, óLanguage 

choicesô, óWriting processô and óThe readerïwriter relationshipô. These PowerPoints were made available to 

teachers following their delivery); 

Å web resources available to the teachers, including teaching sequences, worksheets and modelled feedback 

via the project website. 

4. What (procedures). In each school, one Year 5 teacher self-nominated to participate in the CoW intervention. 

This self-nomination approach avoids headteachers forcing participation, and was also intended to ensure 

participants would be engaged with the programme if randomised to the treatment arm, although it does make 

participants less likely to be representative of the wider population of primary school teachers. This teacher 

attended two residential training weekends, which were led by professional authors selected by Arvon, as well 

as three CPD days.  

These weekend sessions (FridayïSunday), known as óArvon Teachers as Writers residentialsô, took place six 

months apart. The first residential weekend took place before the beginning of the school year. The residential 

weekends comprise workshops and tutorials for teachers led by professional writers, with time and space for 

writing, plus structured sessions to consider pedagogical implications and establish clear expectations for follow-

through. Topics covered during the first residential weekend include óStarting points for poemsô and óStarting 

points for writingô. Both residential weekends include a focus on embedding the CoW intervention into classroom 

practice. The first residential weekend for this trial took place in June 2018 and the second one took place in 

January 2019. 

The intervention also included a programme of three CPD days for teachers. Two of them took place during the 

six months between the two residential weekends and one took place after the second residential weekend. 

Each CPD day included a further óArvon Teachers as Writersô experience, as well as providing a programmatic 

sequence. The CPD days were led by the Open University and Exeter implementation team, with support from 

the professional writer tutors. The CPD days linked teachersô experience as writers with focused consideration 

of pedagogical transfer to the classroom. The goal of the CPD days was to focus on changing how teachers 

teach writing in the classroom, with an emphasis on using their improved knowledge of the craft of writing and 

through fostering a community of creative writers. The CPD days for this trial took place in September 2018, 

November 2018 and May 2019. 

To deliver the CoW intervention with fidelity as intended, teachers needed to apply the CoW framework (see 

Appendix M for further details), introduced to them through the residentials and CPD sessions, in the classroom. 

The CoW framework is made up of five overarching elements: language choices; text-level choices; the readerï

writer relationship; being an author; and the writing process. 

5. Who (recipients). The CoW is targeted at teachers of KS2 (Year 5) pupils. 

6. Who (implementers). CoW is delivered by a consortium of the University of Exeter, the Open University and 

Arvon, a creative writing charity.  

The intervention is delivered by tutors from Arvon, a charity which delivers residential, online and community-

based writing courses tutored by professional writers. In the case of this trial, the two Arvon tutors were Alicia 

Stubbersfield and Steve Voake. Aliciaôs most recent collection of poetry, The Yellow Table, was published in 

2013. Her other poetry collections include The Magicianôs Assistant, Unsuitable Shoes and Joking Apart. Before 

becoming a lecturer in Creative Writing at Liverpool John Moores University, Alicia was an English teacher in 

several large comprehensive schools, most recently Cleeve School in Cheltenham. She regularly tutors for The 

Poetry School and Ty Newydd, National Writersô Centre for Wales. Steve is the award-winning author of more 

than 20 books for young people, including The Dreamwalkerôs Child, The Starlight Conspiracy and Blood 

Hunters. He was longlisted for the University of Canberra Vice-Chancellorôs International Poetry Prize. He has 

experience as a headteacher in Somerset and has taught a writing master class for the Guardian. He is Senior 

Lecturer in Creative Writing at Bath Spa University. They are both regular Arvon tutors who lead Arvon courses, 

and Arvon teachersô courses (Teachers as Writers) in particular. In the case of this intervention, both of the 
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tutors are former teachers with SLT experience (as is the case with most Arvon tutors). They had both 

participated in a previous research study: Teachers as Writers. 

Sessions focusing on the pedagogic implications of the residential experience were delivered by Professor 

Teresa Cremin, Professor of Literacy in Education at The Open University, and Professor Debra Myhill, 

University of Exeter. 

One Year 5 teacher participated per school. 

7. How (mode of delivery). Sessions were delivered face-to-face by the CoW team to participating Year 5 

teachers. 

8. Where (setting). Residential weekend sessions were delivered at the Arvon residential weekends at Arvonôs 

Lumb Bank Centre (https://www.arvon.org/centres/lumb-bank/). The CPD days were delivered at hotels in 

Leeds and Manchester. 

9. When and how much (dosage). The CoW intervention occurred over the course of an entire school year. 

There were two residential weekends (FridayïSunday), which occurred six months apart, and three days of 

CPD, two that happened during this six-month gap, and one that followed the second residential weekend (i.e., 

in September 2018, November 2018 and May 2019). 

10. Tailoring. The intervention was not planned to be personalised, meaning that all teachers received the same 

intervention.  

11. Modifications. No modifications were made. 

12. How well (planned). This evaluation examined two implementation dimensions: compliance and 

implementation fidelity. Compliance was conceptualised as a binary indicator of whether the teacher received a 

sufficient amount of the intervention (defined below using specific criteria) to be considered as having received 

the intervention (i.e., treatment). Compliance with this intervention was measured at the school level (only one 

teacher participated per school), which reflects the intervention delivery method. A school is considered to have 

complied if and only if the following two conditions are met: (a) the teacher must have attended both residential 

weekends, and (b) the teacher must have attended at least two of the three CPD sessions. In comparison, 

implementation fidelity was conceptualised as how the way in which the intervention was implemented in 

practice compares to the intended implementation of the intervention, as described in this section of the report. 

Case study data were used to examine the variation in how the intervention was implemented and any 

adaptations made in the case study schools, alongside identifying barriers and facilitators to implementing the 

intervention with fidelity.



 

 

Figure 1: Original logic model of the CoW intervention  
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Evaluation objectives 

Impact evaluation 

The evaluation sought to answer the following research questions (RQs). These RQs were reported in the evaluation 

protocol (initially published in May 2018 with revisions for clarity published in March 2019, available at 

https://educationendowmentfoundation.org.uk/public/files/Projects/Evaluation_Protocols/Craft_of_Writing_ev

aluation_protocol.pdf) and further details on the quantitative approach were provided in a statistical analysis plan 

(published in October 2018, 

https://educationendowmentfoundation.org.uk/public/files/Projects/CoW_SAP_1.1_(amended).pdf). 

The primary objective of this evaluation was to estimate the effect of participating in the CoW over the course of one 

school year on pupilsô writing skills.  

Primary research question 

¶ What is the effect of participating in the CoW over the course of one school year on pupilsô writing skills?  

Secondary research questions 

1 What is the effect of participating in the CoW over the course of one school year on pupilsô writing self-efficacy?  

2 Does participating in the CoW over the course of one school year have an impact on pupilsô perception of their 

own capacity to generate ideas?  

Implementation and process evaluation (IPE) 

The IPE focused on addressing RQs related to the implementation, delivery and perceived impact of the intervention. 

The IPE was designed to explore overarching implementation questions across all five Learning about Culture trials, as 

well as RQs specific to CoW. The four overarching questions were written based on cross-project similarities; however, 

not all questions apply to each programme, due to variations in training and delivery (see Appendix Q for the model 

depicting cross-project similarities). The relevant overarching implementation questions that are explored across all 

projects, as well as RQs specific to CoW, are detailed below, along with explanations for deviations from the evaluation 

protocol: 

RQ1 In what ways was the programme implemented? What are the barriers and facilitators of delivery (Fidelity)? In 

particular: 

a) Senior leadership team (SLT) buy-in; 

b) Delivery of training: (i) the extent to which it is consistent across sites [not answerable]; and (ii) whether 

it appears to be effective in ensuring that teachers understand the aims and main features of the 

intervention;  

c) Delivery of the intervention: (i) consistent across sites [not answerable]; (ii) whether it appears to be 

effective in supporting childrenôs attainment; and (iii) whether it appears to facilitate childrenôs 

engagement. 

RQ2 To what extent did the schools engage with the intervention in line with the intervention aims? (Responsiveness). 

RQ3 How was the quality of the intervention perceived by teachers, senior leaders and teaching assistants? (Quality) 

RQ4 [Not applicable] To what extent is the knowledge of arts practitioners delivering the intervention integrated with 

the pedagogic knowledge of teachers involved? (Implementer support system) [This question is not applicable 

because CoW does not involve direct delivery in schools by arts practitioners.]  

Both RQ1b and RQ1c contain sub-questions about the consistency of training and delivery. It was not possible to capture 

detailed insights on the consistency of training and programme delivery. As such, the findings on training focus on 

https://educationendowmentfoundation.org.uk/public/files/Projects/Evaluation_Protocols/Craft_of_Writing_evaluation_protocol.pdf
https://educationendowmentfoundation.org.uk/public/files/Projects/Evaluation_Protocols/Craft_of_Writing_evaluation_protocol.pdf
https://educationendowmentfoundation.org.uk/public/files/Projects/Evaluation_Protocols/Craft_of_Writing_evaluation_protocol.pdf
https://educationendowmentfoundation.org.uk/public/files/Projects/Evaluation_Protocols/Craft_of_Writing_evaluation_protocol.pdf
https://educationendowmentfoundation.org.uk/public/files/Projects/CoW_SAP.pdf
https://educationendowmentfoundation.org.uk/public/files/Projects/CoW_SAP_1.1_(amended).pdf
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teacher engagement and effectiveness. The findings on delivery focus on effectiveness in supporting attainment and 

engagement, as planned. 

In addition, the IPE sought to answer these questions specific to the CoW intervention: 

RQ5 How do the strategies and techniques from the CPD and residential training emerge as part of teaching, and in 

what ways does this lead to improved teaching practice?  

RQ6 To what extent does the intervention improve teacher confidence as a writer?  

RQ7 How does the intervention benefit the pupils: what are the mechanisms by which the teacher implements the 

intervention with their pupils?  

RQ8 How does teachersô practice in relation to pupils revising their writing change? 

We also planned to estimate the longer term effects of participating in the CoW after one further year, looking 

at results from the end of KS2 national curriculum tests in English grammar, punctuation and spelling. However, 

it will not be possible to carry out this analysis due to the cancellation of these assessments as a result of the 

COVID-19 pandemic. 

Ethics and trial registration 

The projectôs aims, methods and materials were reviewed through the processes laid out by the UCL Institute of 

Education Research Ethics Committee, and approved on 14 December 2017. While the application was approved, the 

ethics reviewers stressed the importance of ensuring ongoing pupil assent for participation in any evaluation activities 

throughout the research. As such, all research assistants (RAs) conducting assessments with pupils verbally described 

the activities to the pupils using age-appropriate language, informed them all activities were voluntary, and gave an 

opportunity for pupils to decline to participate.  

Schools were informed about the trial through initial information from the developer and formally committed to 

participation by signing a memorandum of understanding (MoU). A template version of this document is included as 

Appendix L to this report. 

This trial protocol has been pre-registered at www.controlled-trials.com and assigned an International Standard 

Randomised Controlled Trial Number (ISRCTN) of ISRCTN10546365. 

Data protection 

As part of this project, we processed pupilsô and teachersô personal data. For this reason, it was important that we 

processed these data lawfully, following the principles laid out in the Data Protection Act 1998 (DPA) until May 2018, 

the EU General Data Protection Regulation (GDPR) from May 2018 until December 2020, and the UK General Data 

Protection Regulation from January 2021 (the project spanned these three regulatory periods). We explain the lawful 

basis below with respect to the GDPR, but there are equivalent regulations in the DPA for the justifications set out below. 

BIT used Article 6(1)f of the GDPR as the lawful basis for processing personal data as part of this project. This is known 

as the ólegitimate interestsô basis. For further information on this article see: https://ico.org.uk/for-

organisations/guide-to-the-general-data-protection-regulation-gdpr/lawful-basis-for-processing/legitimate-

interests/. BIT carried out a ólegitimate interests assessmentô in support of this, identifying societal benefits to this 

processing of personal data. Specifically, the use of pupilsô and teachersô personal data as part of this research were to 

understand the benefits to pupils of participating in this programme in terms of their academic attainment and other 

related benefits. This has public benefits that BIT believes are significant in terms of understanding whether this 

programme has the potential to benefit children in schools across England. Without processing these data it would not 

have been possible to provide this quality of new evidence. 

UCL used Article 6(1)e of the GDPR as the lawful basis for processing personal data as part of this project. This is 

generally known as the ópublic taskô basis. UCL has reviewed current ICO guidance available here: 

https://ico.org.uk/for-organisations/guide-to-the-general-data-protection-regulation-gdpr*/lawful-basis-for-processing/legitimate-interests/
https://ico.org.uk/for-organisations/guide-to-the-general-data-protection-regulation-gdpr*/lawful-basis-for-processing/legitimate-interests/
https://ico.org.uk/for-organisations/guide-to-the-general-data-protection-regulation-gdpr*/lawful-basis-for-processing/legitimate-interests/


        The Craft of Writing 
Evaluation Report 

 

13 

 

https://ico.org.uk/for-organisations/guide-to-the-general-data-protection-regulation-gdpr/lawful-basis-for-

processing/public-task/, and has determined that this research forms part of its performance of a task in the public 

interest, as one of its core purposes provided for in its Charter and Statutes. This use of data was allocated the following 

UCL Data Protection Registration Number: Z6364106/2017/11/69 social research. 

We do not believe that any of the data we processed falls within the definition of special category data under the GDPR. 

This would require an additional justification under Article 9(2) of the GDPR. 

We informed pupilsô parents of the proposed data processing and provided the opportunity to object to this. If parents 

objected, then the pupilsô data were never passed to us by schools. If a parent chose to withdraw their childôs data at a 

later stage, then the data were destroyed. The data controllers were named in the privacy information provided as part 

of this project, and contact details provided in case they had any queries about the data we hold about them, including 

provision and deletion of their data. The relevant letters and forms have been reproduced in Appendix P. 

The information provided to parents explained in clear and plain language the lawful bases for processing, the purpose 

of processing the data, that they could object to this data processing and this would be respected, contact details of the 

organisation, and categories of data that have been processed. 

Data will be kept until the end of the research project, including academic paper writing and dissemination (and certainly 

not longer than 10 years in line with UCLôs policy on data retention). When they are deleted, they will be securely 

destroyed.  

Data will be shared with the Education Endowment Foundation (who funded the trial), EEFôs data contractor FFT 

Education (who manage the EEFôs Data Archive) and (in a form that is truly anonymised) to the UK Data Archive. Details 

of this sharing were included in relevant Data Privacy Notices. 

Project team 

The project team comprised Prof. Debra Myhill and Sara Venner at the University of Exeter, Prof. Teresa Cremin and 

Dr Rebecca Coles at the Open University, and Becky Swain at Arvon. The intervention was designed by Myhill, Cremin 

and Swain, and was delivered by Arvon, a creative writing charity, with support from the rest of the project team. 

The impact evaluation was led by Dr Jake Anders and Dr Nikki Shure at UCL Institute of Education with support from 

Prof. John Jerrim, and was led at the Behavioural Insights Team (BIT) by Kimberly Bohling and Dr Matthew Barnard. 

Data collection was managed by Faisa Abdi, Eleanor Collerton, Camilla Devereux, Amber Evans, Louise Jones, Alex 

Manby, Bridie Murphy and Juliane Wiese of BIT. Primary data collection was carried out by research assistants 

employed by BIT and marking of those data was also carried out by research assistants employed by BIT, drawn from 

finishing students at UCL Institute of Education. The IPE was led by Dr Matthew Barnard and Johanna Frerichs of BIT 

with input from Prof. Dominic Wyse (UCL IPE lead), Prof. Gemma Moss and Prof. Andrew Burn at UCL Institute of 

Education. The cost evaluation was led by Dr Matthew Barnard with support from Faisa Abdi of BIT. The evaluation 

design was also supported by Daniel Carr, Dr Florentyna Farghly, Dr Jessica Heal and Dr Pantelis Solomon of BIT. 

  

https://ico.org.uk/for-organisations/guide-to-the-general-data-protection-regulation-gdpr/lawful-basis-for-processing/public-task/
https://ico.org.uk/for-organisations/guide-to-the-general-data-protection-regulation-gdpr/lawful-basis-for-processing/public-task/
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Methods 

Trial design 

Table 2: Trial design  

Trial design, including number of arms Cluster randomised, two arms 

Unit of randomisation School 

Stratification variable(s) 

(if applicable) 

Time of sign up (two randomisation batches).  

¶ Intersection of proportion of English as an additional language (EAL) 
pupils (high/low split at sample median within randomisation batch) 

¶ proportion of free school meals (FSM) pupils (high/low split at sample 
median within randomisation batch) 

Primary outcome  

Variable Writing attainment 

Measure 

(instrument, scale, 
source) 

Writing assessment measure (WAM), 0ï32, (Dunsmuir et al., 2015) 

Secondary 
outcome(s) 

Variable(s) 

 

Writing self-efficacy 

Ideation 

Measure(s) 

(instrument, scale, 
source) 

Writing self-efficacy measure (WSEM), 16ï80, (adapted from Bruning et al., 
2013) 

Ideation captured from sub-measure of the WSEM, 5ï25. 

Baseline for primary 
outcome 

Variable 

 

Planned to be: Phonics attainment 

Protocol deviation5: FSM status, EAL status, class FSM composition, class EAL 
composition 

Measure 

(instrument, scale, 
source) 

Planned to be: phonics screening check (DfE)  

Protocol deviation: 0/1 indicator of current FSM eligibility status, 0/1 indicator of 
EAL status, proportion of class reported FSM-eligible [0, 1], proportion of class 
reported EAL [0, 1]. (All derived from school reports collected ahead of 
randomisation; see pp.17ï18 for further details and justification). 

Baseline for 
secondary outcome(s) 

Variable 

 

Planned to be: Personal, social and emotional development skills 

Protocol deviation: FSM status, EAL status, class FSM composition, class EAL 
composition 

Measure 

(instrument, scale, 
source) 

Planned to be: EYFSP personal, social and emotional development skills (DfE) 

Protocol deviation: 0/1 indicator of current FSM eligibility status, 0/1 indicator of 
EAL status, proportion of class reported FSM-eligible [0, 1], proportion of class 
reported EAL [0, 1]. (All derived from school reports collected ahead of 
randomisation see pp.17ï18 for further details and justification). 

 

  

 

5 See Background section. 
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This trial was designed as a two-arm stratified, clustered randomised efficacy trial with randomisation occurring at the 

level of the school and outcomes measured at the level of pupils. This level of randomisation was selected since entire 

classes participate in the programme and thus the risk of contamination within schools is very high. The two arms are 

as follows: 

 participation in the CoW (treatment) 

 business-as-usual (control) 

The primary outcome of interest is improvement in pupilsô writing, with secondary outcomes of their writing self-efficacy 

and ideation (as a sub-domain of writing self-efficacy). Further information on the approach taken to capturing these is 

provided below. 

Participant selection 

In line with the trial protocol, the project aimed to recruit 96 English state-funded primary schools principally from the 

following geographical regions: the North West and North East, with a small number from London. In the end, 94 schools 

were fully recruited and randomised.  

The CoW is currently delivered to teachers of pupils across the primary school age range. Year 5 was chosen for the 

purposes of the evaluation, given the greater perceived potential to capture writing-based outcomes from pupils at older 

ages, but without attempting to deliver and evaluate in Year 6 classes because of the perceived tension with KS2 national 

curriculum tests at the end of the year. Furthermore, evaluation of Year 5 delivery was intended to allow for medium-

term follow-up in those KS2 national curriculum tests, but this was ultimately impossible due to their cancellation for the 

relevant year group because of the COVID-19 pandemic. 

One teacher of a Year 5 class in each participating school self-nominated for participation in the trial. All children in the 

teacherôs class participated in the trial (other than where objections to processing personal data were received or refusal 

to participate in evaluation activities). Except in unforeseen and unavoidable circumstances (e.g., teacher moving 

school), the teacher (and therefore pupils) who participated were selected prior to randomisation to minimise the 

potential for this to introduce differences between the intervention and control groups; except in this small number of 

cases, all data on participating pupils was collected pre-randomisation in order to assure this.  

In order to be considered, schools had to: 

1 agree to distribute opt-out consent6 forms to parents; 

2 provide pupil data in order to identify a consistent relevant analysis sample and to allow for linking to the DfEôs 

NPD (for pre-test data and long-term follow-up); 

3 identify the teacher who will participate in the trial; 

4 cooperate with the project and evaluation teams during the trial.  

Further details of these requirements are outlined in the MoU with schools, available in Appendix L. 

The project team advertised the trial and also approached schools through their existing networks. The team aimed to 

recruit schools that have larger populations of individuals receiving FSM than the national average of 15.3 percent of 

 

6 Note that this is opt-out consent from a research ethics point of view, not from a data protection point of view. We note that since the first version of 

this protocol was agreed the GDPR has been implemented. As such, UCLôs legal basis for processing this data is now considered to be ópublic taskô 

and BITôs legal basis for processing personal data is now considered to be ólegitimate interestô. óConsentô is not used by either party as a basis for the 

processing of personal data. Nevertheless, it remains the relevant term in respect of research ethics. 
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pupils aged 5ï10 (DfE, 2016). This was successful, judging by the proportion of pupils eligible for FSM in the analysis 

sample. 

The eligibility criteria for schools to participate were:  

1 participating schools must be English state-funded primary schools (they were recruited principally from the 

North West, North East and Yorkshire, with a small number from London, but this was not a formal eligibility 

requirement); 

2 schools had to agree to distribute study information sheets, data privacy information and data processing 

objection forms to parents;  

3 schools had to agree that, if allocated to the control group, they would continue with óbusiness-as-usualô for the 

duration of the trial; 

4 schools had to return a signed MoU, including committing to participate fully in the study ï including in the 

collection of outcome measures in summer 2019 ï regardless of which trial arm they are assigned to; 

5 schools had to find one Year 5 teacher who self-nominated to participate in the intervention; 

6 schools had to agree to allow time for each assessment phase and liaise with the evaluation team to find 

appropriate dates and times for assessments to take place;  

7 schools had to agree that teachers in both trial arms cooperate with activities for the IPE, if requested. 

Outcome measures 

Baseline measures 

Baseline measures for this research were planned to be drawn from the DfEôs NPD. All participating schools were asked 

to provide personal information about pupils in the participating teacherôs class that would allow a reliable link to be 

achieved, based on current guidance from the DfE and balancing this against personal data minimisation requirements 

set out in data protection legislation. Using this link, it was expected that we would obtain information on pupilsô 

performance in the phonics screening check (using the NPD variable PHONICS_MARK) for the primary outcome 

analysis, and assessments of pupilsô personal social and emotional development from the Early Years Foundation Stage 

Profile (EYFSP) (aggregated scores from NPD variables FSP_PSE_G06, FSP_PSE_G07 and FSP_PSE_G08) for the 

secondary outcome analyses. 

Due to the data access issues described above, an alternative approach was taken, with its design informed by an 

intention to maximise the explanatory power of our analysis model, and hence maximise the precision of our treatment 

estimates, given the data available. As such, instead of including the planned baseline measures in the model, we 

substitute the available demographic information that was collected about pupils ahead of randomisation (initially 

intended solely for the purposes of stratification / blocking as part of the randomisation process), specifically eligibility 

for FSM and whether the child has English as an additional language (EAL). We include these in the model as predictors 

themselves, and also aggregated them to the class level to produce composition variables, given evidence that school-

level aggregate predictors also provide explanatory power (Bloom et al., 2007). FSM and EAL status are both known to 

predict academic attainment (Strand et al., 2015; Sutherland et al., 2015) and, as such, we expected this to improve 

power compared to an empty model.  

Nevertheless, the improvement in statistical power is still likely to have fallen short of that we would have expected from 

including a prior attainment measure, as was planned. It is necessary to understand the implications of this change. It 

is important to stress that there are no expected implications for bias in our impact estimates of not having our planned 

baseline measures: the unbiasedness of RCT estimates derives from the randomisation, not from statistically controlling 

for differences at baseline. Indeed, in principle, there is no need to include any baseline measures at all in the analysis 

to achieve an unbiased estimate from an RCT. Inclusion of inappropriate covariates in our analysis would have the 

potential to introduce bias ï such inappropriate covariates are ones that could have been affected by the treatment, 
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which is why we are including pupil characteristics from prior to randomisation. The main implication of this change is a 

reduction in statistical precision (i.e., the uncertainty around estimates that is inherent in all evaluations is likely to be 

larger in this evaluation than it would have been), which is manifested as wider confidence intervals (CI) (or, equivalently, 

less likely to be statistically significantly different from zero for a given size of impact estimate). Given EEF policy to 

report impact estimates whether or not they are statistically significant, there is an increased risk that headline positive 

or negative effects are just due to this uncertainty rather than representing a true effect, which would have been the 

case in the presence of more explanatory power from baseline measures. As a result, we particularly stress the 

importance of statistical significance as a check on interpretation of the results in this report. 

Primary outcome 

Writing attainment 

To measure the primary outcome, we used the WAM (Dunsmuir et al., 2015; Murphy et al., 2013). The WAM was 

developed in order to create a valid and reliable writing assessment measure, relevant within the context of the English 

educational system. This measure is designed to assess narrative writing in response to a written prompt, to which 

pupils are given 15 minutes to write. Previous evidence suggests that this measure is reliable (testïretest correlation r 

= 0.82 over 21 days with different prompts) and valid (r = 0.786 with Wechsler Objective Reading Dimensions ï WOLD 

ï Written Expression subtest) (Dunsmuir et al., 2015). The WAM prompt presented to pupils is included as Appendix N. 

We carried out further analysis of the performance of the measure given its lack of widespread use up to this point, 

which are reported below. 

The WAM is based on the structure and format of the WOLD Written Expression subtest, with modified dimensions that 

incorporate descriptors from the National Curriculum writing attainment targets, including the following seven 

dimensions: ideas development, organisation and planning, vocabulary, sentence structure and grammar, spelling, 

punctuation and handwriting. The pupil can receive a mark of 1ï4 for each of these sub-scales, with 4 being the highest. 

The WAM is unique as an assessment because it incorporates óideas developmentô, which fits well with the aims of all 

the interventions being tested as part of the Learning about Culture project. Note in the logic model for this intervention 

(Figure 1) that increased creativity is an outcome. In support of this, we double-weighted the score on the óideas 

developmentô dimension. Final scores range from zero to 32 (after accounting for double weighting). 

Robust assessment of writing is challenging, particularly during primary schooling. However, the centrality of 

understanding improvements in writing and, hence, the need for this to be the primary outcome measure was stressed 

in the initial project outlines (noting that previous trials had generally focused on reading, rather than writing, adding to 

the rationale for funding these projects) and set up meeting discussions with the EEF and programme teams. Use of the 

WAM (Dunsmuir et al., 2015) as a measure of KS2 age pupilsô writing was not the initial proposal for this trial, but 

emerged from discussions held as part of the project setup meetings. The WAM is an analytic measure of writing based 

on equal weighting of the following criteria: handwriting, spelling, punctuation, sentence structure and grammar, 

vocabulary, organisation and overall structure, and ideas. There are, of course, some limitations of its use, largely 

stemming from the fact that it is a relatively new measure and we would, ideally, prefer to have used a measure with a 

longer track record. Nevertheless, we believe that it is a pragmatic measure for the context of this research. Dunsmuir 

et al.ôs (2015) results are encouraging in terms of the measureôs internal consistency (Cronbachôs alpha = 0.87), inter-

rater reliability (Cohenôs kappa > 0.7 for all sub-scales except óideasô, where kappa = 0.62; kappa > 0.6 is generally 

considered satisfactory), and testïretest reliability (r = 0.82). To supplement this evidence, the EEF provided funding for 

us to undertake a small, informal piloting of the WAM in a single class.  

The Behavioural Insights Team (BIT) conducted a small-scale pilot of the WAM in October 2017 with approximately 50 

pupils from one Year 5 class, one Year 6 class and one mixed Year 5/6 class. The aim was to understand how clearly 

pupils understood the prompt, how much they were able to write during the time allotted, and to act as a sense check of 

the measurement properties reported by Dunsmuir et al. (2015). Pupils were given the WAM prompt, one sheet of A4 

paper, and 15 minutes to complete the task. The results of the pilot showed that pupils had little difficulty in completing 

this writing task but required some additional clarification on the prompt, and additional paper. In addition, the 

measurement diagnostics remained encouraging (albeit this may be helped by the small sample).  
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While we were keen to maintain consistency between the WAM as implemented by Dunsmuir et al. and this work, in 

order to ensure that what we do know about the WAM from their work carries forward to our context we have made 

some small adaptations based on concerns identified during the setup process, and from observations arising from the 

small-scale pilot. These were discussed with the WAMôs lead developer, whom we gratefully acknowledge as having 

provided helpful informal advice as part of this process and also as part of the marking process. Concerns from 

developers were noted and discussed with mitigating actions as follows:  

¶ Concerns that the WAM may over-weight surface features of the language. We agreed that this was a 

potential concern, particularly within the context of arts-based learning evaluations, while noting that we thought 

alternatives (such as using KS2 grammar punctuation and spelling tests) would be much worse affected by this 

problem. In partial mitigation, we double-weighted the ideas sub-scale. This double-weighting results in an 

outcome distribution which is slightly less normally distributed but not to an excessive degree (see Figure E1 in 

Appendix E).  

¶ Concerns regarding the content and face validity of the WAM, given its alignment with an earlier version 

of the English national curriculum. The overall aims for the teaching of writing in primary schools, that are 

specified in Englandôs national curriculum implemented since 2014, require that teachers develop pupilsô 

competence in ótranscription (spelling and handwriting)ô and ócomposition (articulating ideas and structuring them 

in speech and writing)ô (DfE, 2013, p. 16). The WAM is an appropriate measure of writing in the context of 

Englandôs current national curriculum aims.  

¶ Concerns that aspects of the prompt may be confusing to pupils. These were identified from the pilot. 

Revisions were made to the introduction to pupils of the WAM to provide increased guidance to pupils on the 

purpose of the writing sample we ask them to produce, given that we understand this to be normal practice for 

pupils of this age when taking part in a writing activity (see the WAM prompt used in this trial in Appendix N).  

Å Concerns that 15 minutes is not long enough. The observations from the pilot suggested that 15 minutes 

was sufficient for pupils to produce a writing sample that could be meaningfully assessed. However, clearly this 

was only small scale. We took this concern seriously while we aimed to maintain broad alignment with previous 

use of the WAM. As such, in a change from the WAM as previously used, we provided five minutes of planning 

time at the start of the activity, in which pupils can make notes but donôt begin the writing activity itself. This also 

helped to make the activity more familiar to pupils, in line with the previous point that the prompt may be 

confusing. 

The writing tasks for this evaluation and the other two KS2 evaluations (Power of Pictures and Young Journalist 

Academy), that were part of the EEF/RSA Learning about Culture project, were invigilated and collected in summer 2019 

by a team of research assistants (RAs) coordinated by BIT as a combined exercise. Since outcome data were collected 

as part of a single exercise and consistent (in terms of both measure and timing) across these three evaluations, we 

report our analysis of the data collection and measurement with pooled WAM data collected across the three projects; 

pooling these data allows us to increase sample size for these analyses and, hence, reduce noise and risk of small 

sample bias in estimates from these analyses. The same goes for consideration of the WSEM measure, which follows. 

Data collection RAs were kept blinded to trial arm assignment of schools in order to avoid the potential for this to bias 

the outcome measurement (e.g., by being more lenient on timing in treatment schools). A separate group of 25 RAs (17 

of whom marked tasks on the CoW project), also blind to trial arm assignment of schools (this time in order to avoid the 

potential for this to introduce bias into the trial, e.g., through unconsciously being more generous in their marking of 

pupils in the treatment group), marked the writing exercises against the WAM scoring sheet. This blinding is important 

in supporting the evaluationôs internal validity. The WAM scoring sheet provided detailed criteria for assigning scores on 

each of the seven dimensions. During training, markers were provided with examples of pupil writing that exemplified 

each rating within a given dimension and an explanation of why that sample achieved the rating. The samples, scores 

and explanations were all provided by UCL academics who developed the WAM. A random sample of the tests 

(approximately 3%) were independently second marked by one of the other RAs during this process (a minimum of two 

tests per RA per day), with a correlation of 0.75 between markers in this double-marked sample. Where discrepancies 

arose, these were used to feed back to markers in order to improve the consistency of marking over the exercise as a 
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whole ï this continuous improvement process may inflate this correlation over the course of the process, but improves 

the reliability of the marking relative to the alternative. As a point of reference, Dunsmuir et al. (2015) report an average 

marker-level intra-class correlation (ICC) of 0.97 for the WAM (range 0.93ï0.99 at 95% CI). 

Furthermore, analysis of the basic statistical properties of the overall measure are encouraging: the distribution of the 

scores is normal (skewness = ï0.27; see Figure E1 in Appendix E), which suggests there were minimal issues with floor 

or ceiling effects, and we calculate a Cronbachôs alpha across the seven marking sub-domains of 0.84, suggesting these 

cohere sensibly into the overall score. 

Secondary outcomes 

Writing self-efficacy 

As highlighted in the logic model, the impact of the intervention on writing outcomes may have an effect through pupilsô 

engagement with, and motivation for, writing, which may in turn have an effect on their sense of efficacy as a writer. For 

this reason, we consider writing self-efficacy as our secondary outcome. In addition, self-efficacy has been highlighted 

in EEFôs review of non-cognitive skills: the evidence óindicate[s] that self-efficacy for a particular task is malleable and 

that improved self-efficacy is associated with greater persistence, interest, and performanceô (Gutmann & Schoon, 2017, 

p.11) and that óthe best predictors of specific academic performance are self-efficacy beliefs regarding those specific 

academic domains (Pajares, 1996 in Gutmann & Schoon, 2017, p.11). 

To measure writing self-efficacy, we used a writing self-efficacy measure (WSEM), which was adapted from the self-

efficacy for writing scale (SEWS) measure proposed by Bruning et al. (2013), in order to make it suitable for primary 

school pupils through some simplification (see Appendix O for the full WSEM questionnaire used in this trial). Bruning 

et al.ôs original measure involves 16 statements capturing aspects of writing, including óI can think of many ideas for my 

writingô and óI can avoid distractions while I writeô, with pupils giving scores out of 100 for their self-assessment in each 

of these. We used slightly simplified versions of some of the statements to better suit the primary school context; in 

addition, we requested responses on a five-point Likert scale, rather than scores out of 100. These adaptations were 

based on consultation with experts in primary literacy pedagogy, and were piloted through the same process as outlined 

for the WAM, above, with resulting refinements to wording of the Likert categories, as the initial versions were found to 

encourage pupils to exaggerate their confidence as this was seen as the órightô answer. Bruning et al. (2013) developed 

a multi-factor model of writing self-efficacy; however, since the intervention is not hypothesised to have a link with the 

specific factors (with the exception of ideation, which we discuss separately below) we used a simple aggregate of self-

assessments across all sixteen statements (all are positively framed so there is no need for reverse coding). As such, 

possible scores range from 16ï80 for each child. 

As with the WAM, these tasks were administered and collected in summer 2019 by a team of RAs, coordinated by BIT, 

who also marked the WSEM. RAs were kept blinded to trial arm assignment of schools. Again, consistent with the WAM, 

we explored the statistical properties of this measure (carried out pooled with WSEM data collected concurrently for the 

Power of Pictures and Young Journalist Academy projects), given the adaptations that were made in order to use it for 

this project. The overall scores are rather negatively skewed (skewness = ï1.16; see also Figure E2 in Appendix E) 

which could attenuate impact estimates for this outcome; we estimate a Cronbachôs alpha of 0.90 across the individual 

items of the measure, suggesting they cohere sensibly into the overall score. 

Ideation 

The logic model also identifies the potential for increased creativity in the pupils whose teachers have participated in 

their programme. To explore this, we reported differences in the óideationô sub-measure of the WSEM as an additional 

secondary outcome measure. This measure was jointly chosen with RSA and allows us to address the research question 

on pupilsô perception of their capacity to generate ideas [secondary research question]. This uses the first five questions 

of the WSEM (see Appendix O for these statements) and, as such, possible scores range from 5ï25 for each child. As 

this is a sub-domain of the WSEM measure as a whole, data collection details are as per that measure. Also, like the 

WSEM, the scores are rather negatively skewed (see Figure E3 in Appendix E) with potential consequences for 

attenuating impact estimates for this outcome. 



        The Craft of Writing 
Evaluation Report 

 

20 

 

Sample size 

Sample size calculations were carried out for analysis of the WAM, since this is the primary outcome of interest, and 

were carried out with an initial baseline of achieving a minimum detectable effect size (MDES) of d = 0.20 with the 

following assumptions: power of 0.8 for a two-tailed 0.05 significance test, randomisation at school level, an ICC of 0.157 

(EEF, 2015) and 25 pupils involved in the trial per school with 10 percent pupil-level attrition.  

When estimating required effect sizes at the protocol stage an appropriate pre-test/post-test correlation assumption 

could not be estimated empirically directly for this trial, since correlation data between the planned baseline and outcome 

measures were unavailable. This is because the planned baseline (score in the Year 1 phonics screening check; 

consistent with EEF policy to use an administrative measure rather than an additional pre-test) has only been in place 

since 2012, and our primary outcome measure (the WAM) is an even newer measure. EEF guidance suggests that a 

pre-test/post-test correlation of 0.7 in education research is common (Torgerson & Torgerson, 2013); however, we see 

this as too optimistic in this case. The 21-day testïretest correlation coefficient of the WAM is reported to be 0.82 

(Dunsmuir et al., 2015) but the time elapsed between the planned baseline and outcome measure in this trial would 

have been much longer, and it was never planned to use the WAM itself as a baseline. Our planned baseline measure 

(score in Year 1 phonics screening check) has less variance than would be ideal, due to a degree of bunching between 

the pass (32) and highest available mark (40). This bunching presumably occurs in order to push pupils over the pass 

line due to accountability concerns. 

Nevertheless, given its closer temporal proximity to the outcome measure point, we expected (and continue to expect) 

that it would have been likely to explain more variance in our outcome than earlier measures available in the NPD (which 

would have to be measured at the Early Years Foundation Stage). While there is no direct measure of the correlation 

between the WAM and the phonics screening check available, a value of 0.52 was estimated using Year 1 phonics 

screening check scores and Progress in International Reading Literacy Study (PIRLS) scores (DfE, 2017) (taken in Year 

5, the same year as the WAM was administered). Given the similar time period between baseline and outcome test 

administration, and the related domain, we used this estimate as likely to approximate the value that would have been 

expected in this trial. Based on this, our sample size calculations at the protocol stage assumed that 25% of post-test 

variance at both pupil- and school-level would be explained by the pre-test (equivalent to pre-test/post-test correlation 

of 0.5). 

 

 

 

 

 

 

 

 

 

 

 

7 EEF guidance on ICCs (EEF, 2015) is provided for NPD outcomes. In the absence of ICC data for our outcomes of interest we use this guidance, 

specifically for the reading fine points score, and, given uncertainty about the geographical spread of participating schools, we use the highest regional 

ICC (which happens to be Inner London), to the nearest two decimal places. 
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Figure 2: Minimum detectable effect size (MDES) estimate as a function of the number of schools at the design stage 

 

These assumptions suggested a requirement of 113 schools to achieve an MDES of d = 0.2 (see Figure 2). Based on 

discussions between the evaluation team, the CoW team and the EEF at the setup meetings, a sample size of 96 schools 

was agreed. This number is due to the maximum figure of 16 participants per Arvon residential. The CoW team confirmed 

that recruitment of 96 schools and intervention delivery to 48 treatment schools were reasonable and achievable 

numbers, given their capacity. Conditional on the sample size of 96 schools and the assumptions outlined above, this 

trial was, hence, estimated to be able to detect an effect of 0.22 at the protocol stage. Based on an assumption that the 

FSM sub-group would be 15.3 percent of the total size of the sample (based on pupils aged 5ï10 in data from DfE 

statistics (DfE, 2016) and ignoring that it may be higher if recruited schools are in more disadvantaged areas), and 

maintaining all other assumptions (which is likely to be a conservative approach, given the lower levels of within-group 

variation in this sub-group), the MDES for this group at the time of design was estimated to be approximately 0.33 

standard deviations (SD). 

Ultimately, 94 schools were fully recruited and randomised. As this was only a small reduction and no other assumptions 

for the power calculations were altered due to new information available at the point of randomisation, there was no 

change to the main sample MDES (at the level of two decimal places) at this point. However, there were a larger number 

of FSM pupils per school than expected (six pupils per school after attrition adjustment) and, as a result, the estimated 

MDES for this sub-group reduced from 0.33 to 0.27. 

As noted above, there have been substantial changes to the analysis that we are ultimately able to carry out, due to 

data access issues with our planned baseline measures. These have substantial bearing on the assumptions that 

underpin estimations of MDES. Specifically, the change in baseline variables included in the analysis model means that 

the earlier assumptions about proportion of variance explained were optimistic (although, of course, this could still have 

been the case, even if we had been able to obtain the planned baseline data): our data suggest that with the substituted 

baseline measures pupil-level variance explained (R2) is 0.02 and school-level variance explained is 0.26 (with overall 

variance explained being 0.07). Furthermore, our average cluster size is lower than anticipated at 21 due to testing 

challenges, the number of control schools 36 and intervention schools 39 (75 schools in total, with a treatment ratio of 

0.52; schools lost to follow-up are discussed below), and the ICC is substantially higher than anticipated (0.15 under 

standard EEF assumptions) at 0.33. Altogether, this leads to an estimated MDES for the primary analysis of d = 0.34. 

This implies substantially reduced precision or, equivalently, more uncertainty (larger CI) around our treatment estimate 
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than would have been the case if our initial assumptions were met ï this higher level of uncertainty should be borne in 

mind in interpreting the findings. 

There were similar challenges for the FSM sub-group. Here the pupil-level variance explained is 0.01, the school-level 

variance explained is 0.12 (leading to an overall figure for variance explained of 0.02), the ICC is 0.30 and the average 

cluster size is four (the number of schools are as with the main sample exercise). This results in an estimated MDES for 

the FSM sub-group analysis of d = 0.44. 

Randomisation  

Schools recruited by the project team were randomly assigned by the evaluation team. 

Stratification (referred to as blocking in the evaluation protocol) was used to attempt to improve cross-arm comparability 

of schools, to improve precision of estimates, and for the practical purpose of allowing schools that signed up early to 

receive their allocation sooner than they otherwise would (this was agreed as important with the project team because 

of the nature of the intervention requiring as much notice of allocation be given to teachers, given it requires activity 

outside of their normal working hours).  

Eight strata were defined on the basis of: 

 ̧ randomisation batch based on timing of sign-up (first 47 vs. last 47); 

 ̧ class composition by EAL (high vs. low split at sample median); 

 ̧ class composition by eligibility for FSM (high vs. low split at sample median).  

This approach tried to ensure that our treatment and control groups are well balanced in terms of these characteristics, 

which are likely to be correlated with our outcome measures (EEF, 2018). High and low EAL and FSM in these definitions 

was defined as whether a school was above or below the sample median (calculated separately for each randomisation 

batch) in each case, to ensure that block sizes are approximately equal (which may not be the case if we used population, 

rather than sample, characteristics). Table D7 in Appendix D shows the number of treatment and control schools in each 

stratum for each randomisation batch. 

Randomisation followed recruitment of schools, including the signing of Memoranda of Understanding (MoUs) and 

baseline data collection in MarchïApril 2018. This randomisation process was conducted using a script run in Stata 14. 

Each of the two randomisation batches followed the process below: 

1 The schools were stratified into four strata on the basis of proportion of FSM pupils (split across the median 

sample proportion) and proportion of EAL pupils (split across the median sample proportion). 

2 Each school was assigned a randomly generated number (setting a stable seed for the random number 

generation). 

3 The schools were sorted by block and random number.  

4 Schools were assigned to the treatment arm and to the control arm in turn, meaning that even numbered 

strata would have 50 : 50 allocations to treatment and control, but odd numbered strata would have small 

differences in allocation. 

The code that was used to operationalise these steps (including the stable seed to allow for replication of the process) 

is reported in Appendix F. 

An important challenge that occurred during the recruitment and randomisation process was that a significant proportion 

of recruited schools stated that they could not confirm which class the self-nominated teacher would be teaching the 

following academic year, ahead of randomisation. As it is well-known that schools tend to become less responsive after 

randomisation (also potentially differentially since this is particularly true if allocated to the control group, which would 

then have posed a potential threat to internal validity), and also we needed to have pupil-level data FSM and EAL for 
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the randomisation process, we obviously could not accept collecting these class lists once this was confirmed (post-

randomisation). Instead, an approach was agreed to protect the internal validity of the trial while allowing for this 

pragmatic consideration (which would otherwise have resulted in the trial having dramatically missed its recruitment 

target), in which 39 schools were permitted to submit full year group lists (subject to the usual ethics and data protection 

procedures having been carried out) as a backstop, with revised class lists obtained once teacherïclass allocation was 

confirmed. There are obviously some trade-offs to taking this approach. Firstly, it could have affected the randomisation 

stratum a school was found to be in if the class composition differed substantially from the year group composition, 

which was not found to be the case. Secondly, there was the theoretical possibility that schools would alter their teacherï

class allocation plans based on the randomisation outcomes; we judged this as extremely unlikely, given all the other 

considerations that schools face in such decisions ï especially as these were schools that were unable to bring forward 

this allocation process ahead of randomisation as initially requested. 

Statistical analysis 

Primary analysis 

Our primary analysis focused on the WAM score and was performed using Stata 15. All continuous variables were used 

in their órawô form (in line with EEF guidance) as there was no clear reason to transform the data. 

An ordinary least squares (OLS) model was estimated in which our outcome variable was regressed on a treatment arm 

indicator, block indicators (based on proportion of the class eligible for FSM, proportion of the class identified as EAL, 

and whether the school was randomised as part of the first or second batch), and, in a deviation from the evaluation 

protocol, the following baseline variables: 

1 indicators of FSM eligibility; 

2 EAL status; 

3 class-level FSM composition; 

4 class-level EAL composition (further details below).  

As noted by EEF guidance, in a model that does not account for clustering, when this is a feature introduced by the 

experimental design, óthe point estimates will be accurate, but the standard errors will be downward biasedô (EEF, 2018, 

p.3). However, we accounted for the potential effects of the experimental design in this respect by calculating standard 

errors, taking into account clustering (Angrist & Pischke, 2008) at the school level, which allows for the correlation of 

pupil outcomes within schools. We prefer this to the use of a hierarchical linear model which makes additional 

assumptions about the school-level effects that may not be justified.8 We also estimated randomisationïinference p-

values accounting for the clustering and stratification of the design, which were consistent with those based on clustered 

sampling inference (see Table D4 in Appendix D). The estimated impacts are intention-to-treat (ITT) effects and are 

reported with 95% CI. ICCs are also reported (as required by the EEF; further information below).  

In the evaluation protocol and SAP, we stated our intent to estimate the following model in order to estimate the ITT 

impact of the intervention: 

ὣ ‌ ‍ὝὶὩὥὸ ‍ὖὶὩὝὩίὸ‎ὢ ‐ , 

where individual Ὥ is nested in school Ὦ, ὣ is the WAM score, ὖὶὩὝὩίὸ is the value of the phonics screening check score 

(using the NPD variable PHONICS_MARK) used as a pre-test, ὝὶὩὥὸ is our school-level treatment indicator, ὢ are 

 

8 Use of a hierarchical linear model to account for the clustering of the data assumes that the school-level random effects are normally distributed and 

uncorrelated with the pupil-level error term. 
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vector of stratification variables and ‐  is an error term. Standard errors are calculated allowing for clustering at school-

level (Ὦ).  

However, due to data access issues discussed above, we are unable to estimate this model due to the unavailability of 

PHONICS_MARK as ὖὶὩὝὩίὸ. Instead, we estimate the following model in which ὖὶὩὝὩίὸ has been replaced with 

FSM eligibility, EAL status, class-level FSM composition and class-level EAL composition (as discussed above): 

ὣ ‌ ‍ὝὶὩὥὸ ‍ὊὛὓ ‍Ὁὃὒ ‍ὊὛὓὖὶέὴ‍Ὁὃὒὖὶέὴ‎ὢ ‐ , 

where everything is as per the planned model, except that ὊὛὓ is whether individual Ὥ is eligible for FSM in the current 

school year and, similarly, Ὁὃὒ  is whether individual Ὥ is recorded as having EAL, while ὊὛὓὖὶέὴ is the FSM 

composition of treated class in school Ὦ and Ὁὃὒὖὶέὴ is the same for its EAL composition. 

As such, this reportôs primary ITT estimate is recovered from the estimate of ‍in this latter model, when it is estimated 

on the full sample at randomisation.  

Note that while this model is a deviation from the evaluation protocol and SAP, it was planned and reported to the EEF 

ahead of analysis being carried out. The model has not been altered depending on the significance of any variables 

included (i.e., no variables were removed due to being statistically insignificant), including the vector of blocking variables 

(ὢ). Syntax for this primary analysis model is reported in Appendix F. 

Secondary analysis 

We conducted two secondary outcome analyses: 

Writing self-efficacy 

Same as the revised primary outcome analysis except replacing ὣ  with the writing self-efficacy measure (WSEM) score. 

Note that this is a deviation from protocol, which stated that this would be the same as the planned primary outcome 

analysis except replacing ὣ  with the WSEM score and ὖὶὩὝὩίὸ with assessment of pupilsô personal, social and 

emotional development skills from the EYFSP (aggregated scores from NPD FSP_PSE_G06, FSP_PSE_G07 and 

FSP_PSE_G08). This change was made due to data access problems rendering these NPD variables unavailable. 

Ideation 

Same as the revised primary outcome analysis except replacing ὣ  with the Ideation sub-score from the WSEM. Note 

that this is a deviation from protocol, which stated that this would be the same as the planned primary outcome analysis 

except replacing ὣ  with the ideation sub-score from the WSEM and ὖὶὩὝὩίὸ with assessment of pupilsô personal, 

social and emotional development skills from the EYFSP (aggregated scores from NPD FSP_PSE_G06, 

FSP_PSE_G07 and FSP_PSE_G08). This change was made due to data access problems rendering these NPD 

variables unavailable. 

It was also planned, potentially as part of a separate report, to estimate the impact on KS2 grammar, punctuation and 

spelling test attainment. Unfortunately, the relevant KS2 national curriculum tests in summer 2020 that would have 

collected these data were cancelled as a result of the COVID-19 pandemic. As such, this medium-term follow-up is no 

longer possible. 

Analysis in the presence of non-compliance 

The following criteria have been defined in the trial protocol as variables that can be used to assess compliance with the 

intervention. This draws principally on attendance data collected from the project team. Compliance was measured at 

the teacher level, which reflects the intervention delivery method. A school is considered to have complied if and only if 

the following two conditions were met: 

 participating teacher attended both residential weekend workshops; 
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 participating teacher attended at least two out of the three CPD sessions. 

We used complier average causal effect (CACE) analysis (Gerber & Green, 2012) to estimate intervention effects on 

treated children. We estimated the CACE using two-stage least squares (2SLS) regression by estimating a (first stage) 

model of compliance, as follows: 

ὅέάὴὰώ‌ ‍ὝὶὩὥὸ ‎ὢ ‚ , 

where ὅέάὴὰώ is the binary compliance variable defined above and ‚  is an error term. The predicted values of ὅέάὴὰώ 

from the first stage are used in the estimation of a (structural) model of our outcome measure ὣ . In other respects, the 

specification remains the same as the revised primary outcome ITT model. This second stage model is specified as 

follows: 

ὣ ‌ ‍ ὅέάὴὰώ‍ὖὶὩὝὩίὸ‎ὢ ‫ ȟ 

where ὅέάὴὰώ are the predicted values of treatment receipt derived from the first stage model and ‫  is an error term. 

Our primary outcome of interest is ‍, which should recover the effect of the intervention among compliers.  

We conducted this analysis using the óivregressô functionality of Stata to make necessary adjustments to standard errors 

(which have also been clustered at school level) due to the instrumental variables approach. We note the deviation to 

protocol due to these models being based on the revised primary outcome ITT model, rather than the planned primary 

outcome ITT model, which is for the same underlying reasons of data access. 

Missing data analysis 

We describe and summarise the extent of missing data in the primary and secondary outcomes, and in the model 

associated with the analysis. Reasons for missing data are also described.  

For all models we planned to implement a missing data strategy if more than 5% of data in the model was missing or if 

more than 10% of data for a single school was missing. The strategy would be followed separately for each instance of 

model and variable for which the threshold was exceeded. 

We first assessed whether the missing data was missing at random (MAR), since this is a prerequisite for missing data 

modelling to produce meaningful results. To do this we created an indicator variable for each variable in the impact 

model, specifying whether the data was missing or not. We then used logistic regression to test whether this missing 

status could be predicted from the following variables: all variables in the analysis model plus eligibility for FSM (and 

proportion eligible for FSM in the school) and EAL status (and proportion EAL in the school). Where predictability was 

confirmed, we proceeded to the appropriate next step of this strategy.  

For situations for which the MAR assumption appeared to hold and only the outcome variable in the model was missing, 

we re-estimated the treatment effect using our pre-specified model with the addition of the covariates found to be 

statistically significantly predictive of missingness of the outcome. 

For situations for which the MAR assumption appeared to hold and any variable other than the outcome variable in the 

model was missing, we used all variables in the analysis model plus eligibility for FSM (and proportion eligible for FSM 

in the school) and EAL status (and proportion EAL in the school) to estimate a multiple imputation (MI) model using a 

fully conditional specification, implemented using Stata MI to create 20 imputed data sets. We re-estimated the treatment 

effect using each data set, and took the average and estimated standard error using Rubinôs combination rules (Rubin, 

2004). 

Analysis that is altered following the missing data strategy (either on a multiply imputed data set or with additional 

variables) would only ever be viewed as a sensitivity analysis. As such, the main estimates of the effectiveness of the 

treatment are derived from complete case analysis only. However, the sensitivity of the estimates to missingness would 

be assessed by comparing this main analysis with those altered following the missing data strategy. For example, if the 

complete case analysis model were to imply effectiveness but the imputed estimate did not, we would assume that the 



        The Craft of Writing 
Evaluation Report 

 

26 

 

missing data is missing systematically to such an extent as to invalidate the initial conclusion of effectiveness, which 

would then be stated in the reporting of the evaluation. 

Sub-group analyses 

Following EEF guidance, we first tested for an interaction of the treatment and FSM status. This was originally planned 

to be carried out using the NPD variable EVERFSM_6_P (in line with EEF guidance) and the following model: 

ὣ ‌ ‍ὝὶὩὥὸ ‍ὊὛὓὉὺὩὶ  ‍ὝὶὩὥὸ ὊzὛὓὉὺὩὶ ‍ὖὶὩὝὩίὸ‎ὢ ’ȟ 

where individual Ὥ is nested in school Ὦ, ὣ is the WAM score, ὖὶὩὝὩίὸ is the value of the phonics screening check score 

used as a pre-test, ὝὶὩὥὸ is our school-level treatment indicator, ὊὛὓὉὺὩὶ is an indicator of FSM eligibility 

(EVERFSM_6_P), ὝὶὩὥὸ ὊzὛὓὉὺὩὶ is an interaction between these two terms, ὢ is a vector of stratification variables 

and ’  is an error term.  

However, in a deviation from protocol, the NPD derived indicator of FSM eligibility (EVERFSM_6_P) was unavailable, 

as was the phonics screening check score (for data access reasons, as discussed above), so our model was adapted 

as follows: 

ὣ ‌ ‍ὝὶὩὥὸ ‍ὊὛὓ  ‍ὝὶὩὥὸ ὊzὛὓ ‍Ὁὃὒ ὊὛὓὖὶέὴ Ὁὃὒὖὶέὴ ‎ὢ ’ȟ 

where all terms are defined as per the planned FSM interaction model above or the planned primary analysis model but 

where we use school-supplied FSM indicators for whether pupils were FSM-eligible in the current school year. 

Standard errors have been calculated allowing for clustering at school-level (Ὦ). Syntax for this interaction model is 

reported in Appendix F. 

If a significant interaction was found (i.e., the absolute value of the point estimate of ‍ divided by the school-level 

clustered standard error is greater than 1.96), then we would proceed to conduct a specific sub-group analysis for those 

who are identified by schools as eligible for FSM ahead of randomisation, using the same model as our revised primary 

analysis. We note that this is also a deviation from protocol as we would have defined this sub-group as those who have 

ever been registered for FSM in the NPD (identified using the variable EVERFSM_6_P), and used our planned primary 

analysis model. 

But for the small difference in definition of FSM (which investigation with the DfE suggests is unlikely to be material as 

no cleaning of the data submitted by schools is carried out before it is made available in the NPD), this sub-group was 

identified in the trial protocol and FSM pupils are a key subgroup to be analysed in all EEF trials.  

This FSM analysis was conducted for both the primary and secondary outcomes. 

Additional analyses and robustness checks 

No additional analyses were planned as part of the projectôs SAP. All additional analyses and robustness checks carried 

out should be considered exploratory only. 

In addition to carrying out inference through school-level clustered standard errors, we also estimated randomisation 

inference p-values, in order to check the robustness of inference to this approach. As this was not planned in the SAP, 

this should be considered exploratory and will not be used to guide interpretation of the results as a result. However, it 

will provide useful information on the extent to which there is variation between these different approaches to statistical 

inference. 

We ran three exploratory robustness check models based on potential issues identified in the course of analysis: 

 ̧ Due to delays in the testing of some schools, we ran a robustness check model in which we replicated the 

primary analysis model but added a control for the number days between the date that the first school was 
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tested and the date that the school in question was tested. The logic for this is that delays to testing could have 

affected the dosage of the intervention.  

 ̧ It is possible that variation in the approach of different markers (e.g., a degree of leniency by some markers, 

despite the steps documented above to maximise consistency) who marked the WAM (primary outcome 

measure) could affect the treatment estimate. While marking was blind to treatment assignment, the relatively 

small number of markers could lead to imbalance in such approaches by chance. As such, we ran a robustness 

check model in which we replicated the primary analysis model but added marker fixed effects. 

Å Imbalance in school level KS1 scores between treatment and control group schools in the analysis sample is 

identified as part of our balance checks. To check whether such imbalance might explain our findings, we ran a 

robustness check model which replicates the primary analysis model but includes average school level KS1 

scores as an additional covariate. As it was not possible to link in average KS1 scores for all schools, MI was 

used for this analysis, carrying out 20 regression-based imputations of average KS1 score using all covariates 

in the primary analysis model. 

Estimation of effect sizes 

Hedgesô g effect size was calculated as set out by Hedges (1981): 

Ὣ ὐὲ ὲ ς
ᶻ

, 

where our conditional estimate of ὼ ὼ is recovered from ‍in the primary ITT analysis model. ίz  is estimated from 

the analysis sample as follows: 

ίz  
  

, 

where ὲ is the sample size in the control group, ὲ is the sample size in the treatment group, ί is the standard deviation 

(SD) of the control group and ί is the SD of the treatment group (all estimates of SD used are unconditional, in line with 

the EEFôs analysis guidance to maximise comparability with other trials. ὐὲ ὲ ς is calculated as follows: 

ὐὲ ὲ ς , 

where ὲ is the sample size in the control group and ὲ is the sample size in the treatment group, or if calculating 

ὐὲ ὲ ς proves computationally intractable9 using the above method, we instead fall back on the following 

approximation: 

ὐὲ ὲ ς ρ . 

Ninety-five percent confidence intervals (95% CI) of the effect size have been estimated by inputting the upper and lower 

confidence limits of ‍ from the regression model into the effect size formula.Estimation of intra-cluster correlation (ICC) 

In order to estimate the ICC of the outcome measure at school-level we employed an empty variance components 

model, as follows: 

 

9 The output of the gamma (ɔ) function in the Hedgesô g correction factor (J) becomes large quickly, making this method of computation intractable 

where ὲ ὲ is not small. As such, it can quickly become intractable. Thankfully, the approximate method tends towards the full correction factor 

quickly. As such, where the computational intractability is an issue, the approximate method is appropriate. In any event, the correction factor is likely 

to be small in this trial. 
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ὣ ‌ – ‐ , 

where individual Ὥ is nested in school Ὦ, ὣ is the WAM score, – is a school-level random effect and ‐  is an individual-

level error term. The school-level random effect is assumed to be normally distributed and uncorrelated with the 

individual-level errors. An empty variance components model is used to facilitate comparability between trials (and in 

line with EEF guidance). 

The ICC itself was then estimated from this model using the following equation: 

” . 

In the SAP, we also intended to estimate the ICC of the planned baseline measure, the phonics screening check score. 

In a deviation from this plan for reasons of data access, as discussed above, this analysis was not conducted. 

Longitudinal analysis 

We had planned to estimate the effect of the intervention on pupil performance in nationwide KS2 national curriculum 

tests in English grammar, punctuation and spelling. Unfortunately, the relevant KS2 national curriculum tests in summer 

2020 that would have collected these data were cancelled as a result of the COVID-19 pandemic. As such, this medium-

term follow-up is no longer possible. It may ultimately be possible to consider analysing impacts on GCSE results (e.g., 

GCSE English, taken in 2025); however, planning for this is beyond the scope of this report. 

Implementation and process evaluation (IPE) 

As part of the mixed method design of this evaluation, an IPE was conducted to complement the findings from the impact 

evaluation. The IPE involved members of the team with expertise and knowledge of the arts and education, which they 

fed into the design, conduct and analysis of the IPE. This section describes the IPE aims and approach, sampling and 

recruitment, data collection and analysis methods used.  

IPE aims and approach  

The purpose of the IPE was to understand how teachers implemented the CoW intervention in the classroom and, in 

particular, to better understand the barriers and facilitators to implementation and delivering the intervention with fidelity. 

The IPE was also used to understand how the teaching of writing through CoW compared to teachersô usual practice, 

and to determine the cost to schools of delivering the intervention.  

Multiple sources of data were triangulated to address the IPE RQs. The primary approach to IPE data collection 

consisted of collecting case study data from six schools in the intervention-arm of the study. Each case study involved 

the following methods:  

¶ a semi-structured 30-minute interview with the teacher involved in delivering the intervention;  

¶ a semi-structured 20-minute interview with a member of the SLT;  

¶ an observation of an English lesson delivered by the interviewed teacher (40ï60 minutes, depending on length 

of lesson).  

A survey was also sent to all intervention and control group schools, and administrative data were collected. In addition, 

one residential training weekend (June 2018) and two CPD training sessions (September and November 2018) were 

observed. Intervention manuals and guidance were also reviewed to inform interviews and data analysis.  

The research questions (RQs) and the data collection methods used to address them are shown in Table 3.
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Table 3: Implementation and process evaluation (IPE) methods overview  

Data collection 
method (case 

study) 

Data analysis 
method 

Participant groups 
Target number of 

participants per case 
study 

Actual number of 
participants / activities 

per case study 

Total number of 
participants / 

activities 
Research questions addressed 

Semi-structured 
Interviews 

Framework 
approach 

SLT 1 1 6 RQ1 (Fidelity); RQ5 (Training transfer to 
practice), RQ6 (Teacher confidence); RQ7 
(Mechanisms); RQ8 (Revision practice) 

Framework 
approach 

Teachers 1 1 6 RQ1 (Fidelity); RQ2 (Responsiveness), 
RQ3 (Quality), RQ5 (Training transfer to 
practice), RQ6 (Teacher confidence), RQ7 
(Mechanisms), RQ8 (Revision practice) 

Observations Framework 
approach 

Pupils, teachers 1 1 6 RQ5; RQ1 (Fidelity); RQ5 (Training 
transfer to practice); RQ7 (Mechanisms); 
RQ8 (Revision practice) 

Data collection 
method 

Data analysis 
method 

Participant groups 
Target number of 

participants/activities 
Actual number of 

participants / activities 
 Research questions addressed 

Observations Framework 
approach 

Trainers, 
Teachers 

1 observation of 
residential training, 

1 observation of 
midpoint CPD training 

1 observation of 
residential training, 

2 observations of 
midpoint CPD training 

 RQ1 (Fidelity), RQ5 (Training transfer to 
practice) 

Baseline survey Descriptive 
statistics 

Treatment 
teachers 

47 19  RQ1 (Fidelity), RQ5 (Confidence) 

Follow-up surveys Descriptive 
statistics 

Teachers 47 treatment, 

47 control 

47 treatment, 49 control 
(prior to data cleaning); 
36 treatment, 37 control 

(post-cleaning)10 

 

 RQ1 (Fidelity), RQ3 (Quality), RQ5 
(Training transfer to practice), RQ6 
(Teacher confidence), RQ7 (Mechanisms) 

Cost interview Framework 
approach 

Teachers 4 4  Cost 

 

10 Some schools submitted more than one survey; see IPE data analysis section for more detail on data cleaning and reconciliation. 
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IPE sampling and recruitment 

Case studies 

Table 4 sets out the characteristics of the six case study schools that were recruited. Case study schools were selected 

using a purposive sampling approach to capture the range of Year 5 classes that had received the CoW intervention 

during the 2018/2019 academic year. The primary sampling criteria were:  

1 level of attendance at training (defined as high where a teacher from the school had attended the two CPD and 

two residential sessions run when the case studies were undertaken, and low where the schoolôs teacher had 

missed one or more of these training sessions);  

2 the proportion of pupils receiving FSM (defined as high or low, depending on whether the schoolôs proportion of 

pupils receiving FSM was above or below the median the median for all CoW intervention schools, which was 

18.5%; information obtained from UK Government, 2019).  

The secondary sampling criteria were:  

1 geographical region (categorised as East Midlands, Greater London, North East, North West, South West or 

Yorkshire and the Humber); 

2 Ofsted rating (recorded as Outstanding, Good or Requires improvement [information obtained from UK 

Government, 2019]);  

3 training group (teachers were placed in group A, B or C).  

There was some difficulty with recruiting case study schools. Of the first six schools sampled, four declined to participate 

for reasons such as staff shortages. Two further schools also declined to participate from the second round of sampling. 

As a result, the achieved sample included schools with higher levels of training attendance than was planned.  

Table 4: Characteristics of case study schools 

Characteristic Number  

Attendance at training 

Attended all residential and CPD training sessions 4 

Missed one CPD session 2 

Free school meals (FSM) rate 

0ï5% 2 

6ï10% 1 

11ï15% 0 

16ï20% 0 

21ï25% 2 

26ï30% 1 



        The Craft of Writing 
Evaluation Report 

 

31 

 

 

 

Surveys 

Baseline and follow-up surveys were administered to schools taking part in the trial. In intervention schools, the survey 

was to be completed by the teacher who had been involved in the CoW intervention, while in control schools, we asked 

that a Year 5 teacher complete the survey. The baseline survey was distributed to schools randomised to the 

intervention-arm of the trial in October 2018. Unfortunately, the response rate (calculated using the number of schools 

originally randomised to the intervention arm of the trial) was very low, with 19 respondents (40%), so it did not produce 

meaningful data. Instead, questions from the baseline survey were incorporated into the follow-up survey.  

For the follow-up survey, all schools involved in the trial were invited to respond. Depending on which arm of the trial 

they were randomised to, schools were sent either an intervention survey or a control survey. Because we are not 

conducting any statistical inference with the survey results, CI are not given for response frequencies (see Appendix J 

and Appendix K); in addition, as the schools taking part in the trial were not a representative sample of all primary 

schools in the UK, it is not appropriate to generalise the findings beyond this group of schools. 

IPE data collection 
Case studies 

Sampled schools were contacted by email and, where schools agreed to take part, a date was arranged for a researcher 

to visit. The researchers did not inform the delivery team about which schools they intended to visit. All visits took place 

between June and July 2019. At the visits, the following data were collected: a semi-structured, audio-recorded interview 

with:  

¶ the Year 5 teacher involved in delivering the intervention 

Geographical region 

North West 4 

Yorkshire and the Humber 1 

East Midlands 1 

Ofsted rating 

Outstanding 2 

Good 3 

Requires improvement 1 

Training group 

A 2 

B 2 

C 2 
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¶ a member of the schoolôs SLT. 

There was also an observation of a writing lesson delivered by the interviewed teacher (see Appendix I).  

The exception to this was one school where the Year 5 class teacher was also a member of the schoolôs SLT and no 

other member of the SLT had been involved in the intervention.  

It was also set out in the protocol that interviews would be conducted with teachers both before and after the observation. 

The first interview was intended to focus on their broader experience of the programme; the second interview was 

intended to discuss the observation. However, when arranging interviews, teachers expressed concern at leaving their 

classroom twice or had a timetable that did not support conducting interviews before and after instruction; instead it was 

agreed with teachers that they would attend one summative interview. Given the design of the interview schedule, this 

change did not pose any risk to the quality of the data being collected. 

The interviews were conducted using guides that focused on exploring the following:  

¶ usual practice in relation to teaching writing;  

¶ the context in which the intervention was implemented;  

¶ the facilitators and barriers to implementation;  

¶ childrenôs engagement in intervention lessons; 

¶ the perceived impact of the intervention;  

¶ the mechanisms underlying this change.  

Interviewees were informed that the interview was anonymous, that they could withdraw at any time and that they did 

not have to answer any questions they did not want to answer. Full interview guides can be found in Appendix G.  

Observations of teaching focused on the teacherôs approach to delivery; the content of the lesson, including use of CoW 

principles; and childrenôs engagement with the lesson. The observations proforma was developed collaboratively in 

partnership with the UCL team, who brought their respective subject matter expertise. Specifically, Dominic Wyse has 

writing, music and mixed-methods research expertise; Gemma Moss has expertise in early literacy development; and 

Andrew Burn has expertise in English, media and drama. Observation notes were recorded first in field notes, then 

transferred to the structured proforma (which can be found in Appendix I). The observation data were used to help 

researchers probe effectively during the interviews and to deepen understanding of observed practice. Strategies to 

reduce bias were implemented, including having two researchers (e.g., a BIT and UCL team member) conducting the 

initial observations, discussing and agreeing upon the final observation notes that were recorded; one of those 

researchers continued to conduct the subsequent observations in the other case study schools. 

Surveys 

The RQs and programme logic model were used to inform the design of the baseline survey. Data from interviews, as 

well as feedback from the delivery team, were used to inform the design of follow-up surveys. The survey administered 

to intervention schools covered:  

¶ barriers to attending training sessions;  

¶ translation of the training into classroom practice;  

¶ confidence in delivering CoW-style lessons;  

¶ the perceived impact and quality of the intervention.  
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The control survey focused on understanding usual practice in terms of teaching writing. Full details on the intervention 

and control group surveys can be found in Appendix J and Appendix K. 

A link to the online survey platform SmartSurvey was sent to the key contacts at each school in June 2019. For the 

intervention survey, the email stated that the survey should be completed by the teacher who had been involved in the 

CoW intervention, while the control survey email stated that a Year 5 teacher should complete the survey. Reminders 

were sent to schools who did not initially complete the survey. Those schools who did not respond to reminders were 

followed up with a phone call and given the opportunity to complete the survey over the phone. All data was collected 

by the end of July 2019. 

Administrative data 

Data were collected on the number of residential training sessions attended (out of a total of two) and the number of 

CPD sessions attended (out of a total of three) by each school, together with reasons for non-attendance (where 

provided by the school). These data were sent by the delivery partner to the evaluation team once in March 2019 (at 

which point one CPD session was yet to take place) to inform case study sampling. At the end of the trial, this data was 

provided again, when a complete data set was available, to measure compliance. 

IPE data analysis 
Case studies 

Verbatim transcripts of the interviews and notes from the observations were analysed using the Framework approach 

(Ritchie, et al., 2013). Firstly, emerging themes were identified through familiarisation with the data. The analytical 

framework was then created using a series of matrices in Excel, each relating to an emergent theme (see Appendix R). 

The columns in each matrix represented the key sub-themes drawn from the findings, and the rows represented 

individual participants interviewed or schools observed.  

The interview and observation data were then summarised in the appropriate cells, which meant that all data relevant 

to a particular theme were noted, ordered and made accessible, facilitating a systematic approach to analysis that was 

grounded in participantsô and schoolsô accounts, as well as the observersô accounts. Analysis involved working through 

the charted data to draw out the range of schoolsô experiences and participants' views, and identifying similarities, 

differences and links between them. Thematic analysis (undertaken by looking down the theme-based columns in the 

Framework) identified concepts and themes, and the case-based analysis (undertaken by comparing and contrasting 

rows in the Framework), enabled links within cases to be established and cases compared and contrasted with each 

other.  

During the analytical process a balance was maintained between deduction (using existing knowledge and the RQs to 

guide the analysis) and induction (allowing concepts and ways of interpreting experience to emerge from the data). The 

IPE results section is organised based on the identified themes and sub-themes, which are outlined and described in 

their respective subsections. Multiple strategies were employed by the researchers to increase the credibility (i.e., 

accurate representation of the data), transferability (i.e., potential to apply the findings to other settings), dependability 

(i.e., traceable, logical analytical process) and confirmability (i.e., being grounded and traceable to the raw data) of the 

findings, with the ultimate aim of reducing bias during the analytical process (Hannes, 2011).  

Firstly, in terms of striving to increase credibility, the researchers conducted peer debriefing meetings with the senior 

qualitative research lead (Matt Barnard, Head of Evaluation at BIT) and qualitative researchers who were not directly 

involved in the data collection or analysis process for the respective intervention. In addition, in accordance with the 

chosen approach to data analysis, the researchers focused on describing range and diversity, including the noting of 

any disconfirming cases. Verbatim participant quotations are used to provide evidence and exemplify the theme(s) 

discussed in the paragraph before the quotation. Quotations were selected by the qualitative researchers who conducted 

the data analysis, by considering multiple factors including how well they exemplify the theme(s) discussed. The 

researchers also sought to ensure that the quotations used in the IPE results section capture the variation in terms of 

points of view and experiences, as well as types of participant being interviewed (e.g., SLT, teachers) and the associated 

schools. Further, as qualitative data can only be generalised in terms of range and diversity, and not in terms of 
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prevalence, the analytical outputs focus on the nature of experiences, avoiding numerical summaries or language such 

as ómostô and ómajorityô. 

Secondly, to increase the potential for transferability and assessment of applicability to other contexts, the Context 

subsection in the IPE results describes the key details of the case study schools and the selection criteria. The findings 

also include descriptions of the co-facilitators (e.g., number of years of teaching and/or drama experience) and important 

contextual details about the case study schools (e.g., motivations for choosing to implement the intervention). 

Thirdly, to increase dependability and confirmability of the findings, the researchers maintained a detailed audit trail and 

triangulated the data by comparing the findings from multiple types of participants (e.g., teachers, DPs) and sources of 

data (e.g., survey, interviews, observations). Researchers adhered to the key principles of the Framework approach, 

which includes ensuring that data management and analysis is systematic, comprehensive, transparent and grounded 

in the participantsô accounts. Doing this was facilitated by the creation of the series of matrices in Excel that contained 

descriptive summaries of data that can be easily traced back to the verbatim quote on the relevant page of the transcript 

being described.  

Surveys 

Follow-up data were first cleaned by ensuring that all responses received came from a school in the relevant arm of the 

trial. Following this, data were checked to identify schools that had returned two or more survey responses. In these 

instances, the most recent survey completed by a respondent who identified as a óteacherô was used for analysis. For 

instance, if there were two responses both from teachers, then the most recent one was kept, whereas if one response 

was from a member of the SLT and one was from a teacher, the SLT response was removed even if this was more 

recent. Data from teachers were prioritised where there were multiple responses from the same school, because it was 

assumed that the class teacher would have been more involved in the delivery of the intervention (for the intervention 

survey) and know more about usual classroom practice (for the control survey), and therefore, their views and 

experiences were most relevant. Data were also removed from three schools that were randomised to the intervention 

group but had not attended any of the residentials or CPD sessions, as they would not be able to provide information 

about the intervention. Due to low response rate, baseline survey data were not analysed. 

Prior to cleaning the survey data set, there were 47 intervention school responses and 49 control school responses. 

Following cleaning, there were 36 responses from intervention schools (out of 47 schools randomised to the intervention 

group) and 37 responses from control schools (out of 47 schools randomised to the control group), giving a response 

rate for intervention schools of 77% and for control schools of 79%. Stata (version 14) was used to conduct descriptive 

analyses of the data. Percentages scores are reported, where relevant, in the IPE results section. Complete survey 

findings are provided in Appendix J and Appendix K. 

Costs  

The evaluation gathered three key categories of data:  

1 direct marginal costs (which forms the basis of the cost per pupil);  

2 pre-requisites (which is reported separately from the cost per pupil);  

3 school staff time.  

The data was gathered in two ways. Firstly, the evaluators requested from delivery partners information on how much 

they charged schools for delivering the intervention as part of the evaluation, and how much they will charge schools in 

the future excluding any funding or subsidy that is associated with delivering the intervention, as part of this evaluation. 

The latter data is used in calculating the cost per pupil; the former data is to ensure there is clarity about the precise 

nature of the data that is being requested and transparency of the approach. 

The second mode of data collection was the use of case study interviews, as specified in the protocol. IPE interviews 

were used to determine whether questions about costs would be included in surveys, with the decision taking into 

account survey length and risk of damaging response rates. Based on low responses to the baseline survey, it was 
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judged appropriate to omit cost-related questions, so as to keep survey length down and not potentially dampen 

response rates. Instead, costs were further explored through interviews, which were also deemed a more appropriate 

method to gather detailed data, as they allow for follow-up questions to clarify responses and probe for more information.  

The evaluators felt the programme cost was best estimated by having a good sense of the range and diversity of costs 

incurred by schools, which is facilitated by using a case study approach supported by purposive sampling (Ritchie et al., 

2013). Cost case study schools were selected from those who had good engagement with the programme, as they were 

more likely to give the best indication of the resources needed to implement the programme fully; including schools with 

little engagement was likely to artificially deflate costs. As an indicator of this, we selected schools from the pool who 

had completed the outcome data collection (as fidelity data was not available at that stage). 

The resources required to deliver the intervention were most influenced by staff time and any related marginal costs 

(such as travel and subsistence). We assumed these things were most likely to be related to the amount a school has 

to spend per pupil and the nature of the local area and school population, the most relevant indicator for which is the 

percentage of pupils eligible for FSM. That is, school spending on the programme was likely related to school financial 

resources. Therefore, we purposively selected one school in each of the following four categories: 

¶ School with percentage of FSM in top half of participating schools and spend per pupil in top half; 

¶ School with percentage of FSM in top half of participating schools and spend per pupil in bottom half; 

¶ School with percentage of FSM in bottom half of participating schools and spend per pupil in top half; 

¶ School with percentage of FSM in bottom half of participating schools and spend per pupil in bottom half. 

The case study data was collected by RAs employed and trained by BIT. The RAs conducted interviews with teachers 

via telephone using a structured interview guide designed by BIT for this purpose. RAs estimated it took approximately 

20 minutes to complete the discussion. Teachers were asked to report on direct costs of the intervention to the school, 

materials purchased, travel and subsistence, the cost of covering staff at training and the cost of any new physical 

materials purchased to improve the classroom environment. Teachers also reported on time spent embedding the 

intervention in their school, time at training, as well as time spent preparing to deliver the intervention. Staff were also 

asked to report on time taken to organise supply cover and the amount of supply cover. Data from these interviews were 

used to calculate the financial and time costs outlined in this report. 
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Timeline 

Table 5: Timeline 

(a) Overall evaluation timeline 

Dates Activity 
Staff responsible / 
leading 

June 2015 
Participants sat Year 1 phonics screening check, which was planned to be 
used as baseline measure. 

N/A 

October 2017ïFebruary 
2018 

Recruitment: The CoW team began recruitment halfway through the autumn 
term 2017 using its existing network of schools and continued into early 2018. 

CoW team 

October 2017ïFebruary 
2018 

Pre-randomisation data collection. 
BIT and CoW team 

1 March 2018 Randomisation of first batch. UCL 

17 April 2018 Randomisation of second batch. UCL 

June 2018 First retreat for intervention group. CoW team 

September 2018ïJuly 2019 Intervention in schools. CoW team 

September 2018ïJuly 2019 
Implementation and process evaluation (IPE) fieldwork (see further detail on 
IPE timeline below). 

BIT and UCL 

MayïJuly 2019 
Outcome testing: Pupilsô writing and self-efficacy outcomes were collected by 
BIT. These tasks were then marked by PGCE students at UCL in a process 
overseen by BIT. 

BIT and UCL 

JulyïSeptember 2019 
Collation and cleaning of outcomes and compliance data in readiness for 
upload to ONS SRS for linkage with DfE National Pupil Database (NPD) 
extract. 

UCL and BIT 

JanuaryïJuly 2020 
Project paused awaiting conclusion of data sharing agreement necessary for 
upload of project data to the ONS SRS for linkage with NPD. 

 

AugustïOctober 2020 

Project resumed with planned revisions as a result of delays in achieving data 
sharing agreement. Impact analysis and report writing. UCL led on the data 
analysis with agreed deviations from published statistical analysis plan 
(SAP). 

UCL and BIT 
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(b) IPE timeline 

Date Activity 

Autumn term 2018 Observed training 

Collected baseline survey to measure school buy-in and teacher attitude towards intervention 

Collected school characteristics 

Spring term 2019 Observed mid-point training 

Conducted in-school case studies 

Collected fidelity data to inform case study sampling 

Finalised sampling strategy 

Summer term 2019 Conducted in-school case studies 

Administered end of intervention survey 

Conducted analysis 
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Impact evaluation 

Summary 

¶ There was no significant impact of participating in the CoW on writing attainment (WAM). 

¶ There was no significant impact of participating in the CoW on writing self-efficacy (WSEM) or on ideation. 

¶ There was no differential effect of the intervention on the primary outcome measure (WAM) or on writing self-

efficacy (WSEM) for FSM-eligible pupils 

¶ Participating in the CoW had a positive and statistically significant impact on the FSM-eligible pupilsô ideation 

(equivalent to three monthsô progress). This provides some indication that the intervention may be beneficial for 

increasing the creativity of children from disadvantaged backgrounds. 

Participant flow including losses and exclusions 

The flow of participants is detailed in Figure 3. Of the original 3285 schools that were approached, 100 schools agreed 

to participate in the trial and met the eligibility criteria (3%). Six schools dropped out prior to randomisation. The remaining 

94 schools were randomly allocated to the intervention and control groups using a stratified randomisation, as described 

above. At randomisation, 1273 pupils were allocated to the intervention and 1331 to control.11  

Figure 3 shows that there was a substantial number of schools and pupils who could not be reached for follow-up (eight 

schools and 400 pupils in the treatment arm, and 11 schools and 507 pupils in the control arm). As is the case in many 

trials, it was easier to maintain contact with treatment schools and the developers were able to help ensure that fewer 

treatment schools dropped out than control schools. Nevertheless, primary data collection can be challenging, and this 

was the case in this evaluation. A total of 873 treatment pupils in 39 schools and 824 control pupils in 36 schools were 

analysed for this report. 

The MDES estimated at various points of the trial is reported in Table 6. This was 0.22 at the design stage and remained 

at this level at randomisation. It increased to 0.34 at the analysis stage due to a combination of being unable to access 

the planned baseline measure (discussed further above), attrition rates and a higher ICC of the outcome measure than 

was anticipated based on previous EEF guidance.  

 

11 It should be noted that these numbers include pupils from schools that submitted entire year group lists instead of class lists prior to randomisation. 

As outlined in the SAP and discussed further in the Randomisation section, 41% of schools did not provide a class list prior to randomisation. As such, 

all pupils were included in the randomisation process and class lists were obtained once the intervention had begun. The randomisation numbers 

reported in the SAP were adjusted to assume that on average 26 pupils would participate in the intervention from each school that did not submit a 

class list. This assumption was made on the basis of the average number of pupils per class from the 59% of schools that submitted class lists. 
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Figure 3: Participant flow diagram   
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Table 6: Minimum detectable effect size at different stages 

 

Protocol Randomisation Analysis 

Overall FSM Overall FSM Overall FSM 

MDES 0.22 0.33 0.22 0.27 0.34 0.44 

Pre-test/post-
test 
correlations 

Level 1 

(pupil) 
0.50 0.50 0.50 0.50 0.14 0.10 

Level 2 

(class) 
0.50 0.50 0.50 0.50 0.51 0.35 

 
Level 3 

(school) 
N/A N/A N/A N/A N/A N/A 

Intra-cluster 
correlations 
(ICCs) 

Level 2 

(class) 
0.15 0.15 0.15 0.15 0.33 0.30 

Level 3 

(school) 
N/A N/A N/A N/A N/A N/A 

Alpha 0.05 0.05 0.05 0.05 0.05 0.05 

Power 0.8 0.8 0.8 0.8 0.8 0.8 

One-sided or two-sided? two-sided two-sided two-sided two-sided two-sided two-sided 

Average cluster size 23 3 23 6 21 4 

Number of 
schools 

Intervention 48 48 47 47 39 39 

Control 48 48 47 47 36 36 

Total 96 96 94 94 75 75 

Number of 
pupils 

Intervention 1200 144 1222 329 873 288 

Control 1200 144 1222 329 824 207 

Total: 2400 288 2444 658 1697 495 
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Notes. As no pre-test data was ultimately available, the pre-test/post-test correlations as analysed report the multiple correlation between the 

covariates included in the analysis model and the primary outcome measure. Average cluster sizes are harmonic means of cluster sizes, which is 

more conservative than using the arithmetic mean in the presence of unequal cluster sizes (Bulus et al., 2019).  
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Attrition 

Eight treatment and 11 control schools declined to participate in testing at the end of the intervention, and a further 166 

pupils in treatment schools and 203 pupils in control schools were absent at the point of testing (despite return ómop-upô 

testing in schools where three or more pupils were not available on the day of main testing). Reasons for schools not 

participating in testing included withdrawal from testing for various reasons (e.g., staff capacity and turnover), non-

response to requests to schedule a testing date, scheduling challenges and RA illness (and school was unable to 

reschedule before end of year). Ultimately, 873 pupils in 39 schools allocated to treatment and 824 pupils in 36 schools 

allocated to control were analysed. This led to an attrition rate of 28.6 percent for the intervention group and 32.6 percent 

for the control group, which amounted to 30.6 percent of the total randomised sample (see Table 7). 

Table 7: Pupil level attrition from the trial (primary outcome) 

  Intervention Control Total 

Number of pupils 

Randomised 1273 1331 2604 

Randomised (SAP) 1222 1222 2444 

Analysed 873 824 1697 

Pupil attrition  

(from randomisation to analysis) 

Number 400 507 907 

Percentage1 31.4 38.1 34.8 

Percentage2 28.6 32.6 30.6 

Note. The óRandomisedô numbers include the data on all pupils submitted by participating schools prior to randomisation. However, this was not the 

final class list in all cases as documented in the Randomisation section. As such, while 59 percent of schools provided class lists prior to randomisation, 

the rest provided whole year group lists. As a result, the óRandomisedô numbers are higher than those reported in the óRandomised (SAP)ô, which 

were adjusted based on the reality that any school that had provided an entire year group would only have one class participate (an assumption on 

class size was made using the average of 26 pupils per class reported by schools that supplied class lists). The óPercentage2ô attrition numbers are 

calculated using the óRandomisation (SAP)ô numbers, since it was never possible for all pupils randomised to participate in the evaluation. 

Pupil and school characteristics 

Table 8 presents the baseline characteristics of treatment and control schools and pupils as randomised. In general, it 

shows that treatment and control schools are similar to each other and similar to the national average for a range of 

characteristics. Both intervention and control schools were more likely to be located in urban settings than the national 

average (100 percent of control schools and 94 percent of intervention schools as compared to 87 percent of all schools 

nationally). Both groups were also more likely to be rated óOutstandingô by Ofsted, and somewhat less likely to be rated 

as óGoodô than national schools on average.  

In terms of pupil characteristics, both treatment and control schools had very similar KS1 performance (15.45 for 

treatment and control), which was also very similar to the national average (15.9). Intervention schools had a slightly 

higher proportion of EVERFSM pupils (34 percent) vs. control schools (29 percent), which was also slightly higher than 

the national average (31 percent). The standardised difference between treatment and control groups is ï0.109 (Imbens 

& Rubin, 2015). 

The treatment and control pupils were much more likely to have EAL (25 percent of intervention pupils and 20 percent 

of control pupils) as compared to only 15 percent at the national average. Here, however, the absolute standardised 

difference between the intervention and control groups is small (ï0.121). Table D1 in Appendix D presents the analogous 

balance characteristics for the groups as analysed. The descriptive statistics in this table show somewhat larger 
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imbalances between the treatment and the control groups. As a result of these differences, we control for FSM and EAL 

status in all of our analysis. 

Table 8: Baseline characteristics of groups as randomised (n = pupil, N = school) 

School-level 

(categorical) 

National-level 
percentage 

Intervention group Control group 
 

N 

(missing) 
% 

N 

(missing) 
% 

 

Setting: Urban 87.3 44 (0) 94.5 47 (0) 100.0  

Setting: Rural 12.7 3 (0) 5.5 0 (0)  0.0  

Ofsted: 
Outstanding 

17.1 12 (0) 25.5 12 (4) 29.1  

Ofsted: Good 69.4 30 (0) 62.3 27 (4) 61.7  

Ofsted: 
Requires 
improvement / 
Inadequate 

13.4 5 (0) 12.2 4 (4) 9.2  

School type: 
Academy 

23.6 14 (0) 27.8 11 (0) 27.3  

School type: 
Community 

41.2 21 (0) 48.7 23 (0) 48.2  

School type: 
Other 

35.2 12 (0) 23.5 13 (0) 24.5  

School-level 

(continuous) 

National-level 
mean 

N 

(missing) 
Mean (SD) 

N 

(missing) 
Mean (SD) 

Standardised 
difference 

KS1 average 
performance 

15.9 42 (5) 15.45 (1.13) 44 (3) 15.45 (1.16) 0.000 

Pupil-level 

(categorical) 

National-level 
percentage 

n 

(missing) 
% 

n 

(missing) 
%  

FSM 30.9 437 (0) 34.3 380 (0) 28.5  

Non-FSM 69.1 836 (0) 65.7 951 (0)  71.5  

EAL 15.3 321 (0) 25.2 262 (0) 19.7  
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Non-EAL 84.7 952 (0) 74.8 1069 (0) 80.3  

Note. School-level imbalance is calculated applying weights for the size of the school, so that schools that are relatively more important in the pupil-

level impact estimation are afforded the same importance in understanding imbalance. 

 

Outcomes and analysis 

Primary analysis 

Table 9 presents the results of the analysis for the primary outcome measure. It shows the unadjusted mean for the 

CoW intervention group (17.80) and the unadjusted mean for the control group (18.39). After adjusting for covariates in 

the analysis model, we find an adjusted mean difference of 0.15. Based on this, we calculate a Hedgesô g effect size of 

ï0.03, which is not a statistically significant difference between the two groups (p = 0.68).  

The same unadjusted WAM scores for the intervention and the control group may be seen in Figure 4. The overall mean 

for the WAM across both treatment arms is 18.09 and the median is 18, which is reflected in the normal distribution of 

this outcome measure. 

Table 9: Impact estimates 

 Unadjusted means 

Effect size 

 Intervention group Control group 

Outcome 
n 

(missing) 

Mean 

(95% CI) 

n 

(missing) 

Mean 

(95% CI) 

Total n 

(intervention; 

control) 

Hedgesô 

g 

(95% CI) 

p-value 

Primary outcome 

WAM score 
(ideas scale 
double 
weighted) 

 873  

(400) 

17.80  

(17.21, 18.40) 

 824 
(507) 

18.39  

(17.62, 19.17) 

1697  

(873; 824) 

ï0.03  

(ï0.19, 0.12) 

0.68 

Secondary outcomes 

WSEM score  861  

(412) 

64.74  

(63.92, 65.56) 

 813 
(518) 

64.40  

(63.46, 65.33) 

1674  

(861; 813) 

0.04  

(ï0.08, 0.15) 

0.55 

Ideation 
score 

 861  

(412) 

20.09  

(19.79, 20.39) 

 813 
(518) 

20.00  

(19.71, 20.28) 

1674  

(861; 813) 

0.02 

(ï0.09, 0.14) 

0.69 
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Figure 4: Histogram of unadjusted writing assessment measure (WAM) scores by treatment arm 

 

We also present the impact analysis results for the primary outcome measure graphically through a second kernel 

density plot by treatment arm displayed in Figure 5. The adjusted WAM scores for this plot are obtained from regressing 

the WAM writing score on pre-test measures (planned to be phonics score but, due to data access issues, instead FSM 

and EAL status plus class composition of these) and the variables used for stratification (i.e., the analysis model other 

than the treatment indicator). 

Figure 5: Histogram of adjusted writing assessment measure (WAM) scores by treatment arm 
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Unsurprisingly, conditioning the WAM scores on the variables used for stratification does not significantly alter the 

distribution for the treatment and control arms of this trial. The small mean difference between the two arms in our main 

analysis is evident in the plot. 

Secondary analysis 

The results of the secondary analysis are also presented in Table 9 above. The secondary outcome measures for this 

trial are writing self-efficacy (WSEM) and ideation. These outcomes are more closely aligned with the content and aims 

of the CoW intervention, and so one might expect them to be more likely to register a larger effect.  

For the WSEM, there is only a very small difference in the unadjusted means between the intervention group (64.74) 

and the control group (64.40). Figure 6 shows the histogram of the unadjusted WSEM scores for the intervention and 

control groups. It shows a right skewed distribution, indicating a high proportion of pupils giving positive responses on 

how they view themselves as writers, introducing some risk of ceiling effects in the analysis of this outcome measure 

which could attenuate the impact estimate. 

Figure 6: Histogram of unadjusted writing self-efficacy measure (WSEM) scores by treatment arm 

 

After adjusting for pre-intervention covariates, the adjusted difference in means is b = 0.37, which translates into a 

Hedgesô g effect size of 0.04. This effect size is equivalent to zero months of progress and again, there is no evidence 

that this is a statistically significant difference (p-value is 0.55). This may be seen in Figure 7, which shows the adjusted 

kernel density plots of the WSEM scores by treatment arm. 
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Figure 7: Histogram of adjusted writing self-efficacy measure (WSEM) scores by treatment arm 

 

A similar result emerges for the ideation score. Both intervention and control groups have a nearly identical unconditional 

mean of the ideation score (20.09 for the intervention group and 20.00 for the control group; see Table 9 for further 

details and Figures E4 and E5 in Appendix E), which yields an effect size of 0.02 and is not statistically significant (p-

value is 0.69). Again, this shows that the CoW intervention did not have a substantive impact on the secondary outcome 

measures in this trial. 

Analysis in the presence of non-compliance 

In order to examine the issue of non-compliance, we estimate the CACE. There are 21 intervention schools (45%) that 

did not comply based on the compliance criteria outlined in this report. Given this proportion of schools deemed to be 

non-compliant with the intervention and that non-compliant implementation may be diluting an underlying treatment 

effect in compliant schools, we want to account for this in calculating the effect size for the primary outcome measure. 

To calculate the CACE, we use the óivregressô functionality of Stata to make necessary adjustments to standard errors 

(which are also clustered at school level) due to the instrumental variables approach. (Further details of this approach 

are available in the syntax file in Appendix F.) As compliance data are available for the full primary analysis sample, this 

analysis is also carried out for this full sample (n = 1697).  

The p-value of the exogeneity test (0.35) suggests that there will be little difference in findings between the ITT and 

CACE analyses. Indeed, the results of the complier analysis produces an effect size of ï0.05 (95% CI: ï0.30, 0.20), 

which is qualitatively similar to that of the ITT analysis; furthermore, the p-value of the CACE treatment estimate (0.67) 

is not statistically significant. As such, we interpret these findings as not providing evidence of differential treatment 

effects among schools with higher levels of compliance for the primary outcome measure. 

Missing data analysis 

In the SAP for this trial, we outlined a missing data strategy. We noted that this strategy would be implemented if more 

than 5% of data in the model is missing or if more than 10% of data for a single school is missing. Due to issues with 
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testing, a substantial number of pupils in treatment and control schools do not have outcome data. In order to test 

whether or not this data is MAR, we ran a logistic regression model to predict missingness in outcome data using all 

variables in the analysis model plus eligibility for FSM (and the proportion eligible for FSM in the school), and EAL status 

(and the proportion with EAL in the school).  

The results of this analysis show that the treatment indicator, FSM eligibility, and one of the randomisation stratum 

indicators are statistically significant predictors of missing outcome data (FSM eligibility is only statistically significant at 

the 10 percent significance level). This implies the potential for bias to complete case analysis ignoring these factors 

since, for example, FSM pupils might have worse outcome data, which we would be more likely not to observe due to 

missingness. However, since all of these variables are already included in the (revised) primary analysis model, there 

are no further actions possible in relation to systematic predictors of missing outcome data, and our existing model 

should address concerns about systematic missing outcome data associated with these factors (i.e., we believe, based 

on our analysis, that conditional on these variables, outcome data are MAR). If any additional predictors of missingness 

had been discovered in this analysis, we would have run an additional ITT model controlling for them as well. 

In terms of missing predictor data, none of our analysis sample is missing these data (0.0% for EAL and 0.0% for FSM). 

Since no one in our sample is missing this information, there is no reason to undertake MI. 

Sub-group analyses 

As is standard in all EEF-funded evaluations, we considered whether there is evidence of differential effects among 

pupils eligible for FSM as a separate subgroup (n = 495). We started by considering an augmented version of the primary 

analysis model, including an interaction term between the treatment variable and membership of the FSM sub-group. 

The estimate on this interaction is small and not statistically significant (p = 0.66), providing little evidence of a differential 

effect among the FSM sub-group on the primary outcome. The results for the WSEM for the FSM sub-group are similar, 

with the interaction term not providing evidence of a differential effect of the intervention on the writing self-efficacy (p = 

0.07) of FSM-eligible pupils. There is, however, evidence that the CoW intervention had a positive and statistically 

significant impact on the FSM sub-groupôs ideation. Here, the interaction term is positive, statistically significant (p = 

0.02) and equivalent to three monthsô progress. This provides some indication that the intervention may be beneficial 

for increasing the creativity of children from disadvantaged backgrounds. Given the underpowered nature of the trial and 

the fact that this is not the primary outcome, but rather one of several analyses, there is the chance that this is a false 

positive. We are therefore cautious in our interpretation of this result. See Table D2 (Appendix D) for full details. 

Additional analyses and robustness checks 

As outlined in the SAP for this trial, no additional analyses were planned for this trial. However, in light of ongoing 

discussions about appropriate interpretation of classical statistical inference, we carried out alternative statistical 

inference using randomisation inference to provide useful information on the extent to which there is variation between 

these different approaches to statistical inference. Randomisation inference is a method of conducting statistical 

inference using the uncertainty inherent in the randomisation process regarding the assignment of units in the trial to 

the treatment arms, rather than any appeal to an external sample and sampling variation (i.e., focusing on internal rather 

than external validity; see Cunningham, 2021). These comparative findings are reported in Table D4 in Appendix D. 

They result in very similar p-values, despite their differing conceptual underpinnings. 

Furthermore, as outlined in the Methods section, we decided to run three exploratory robustness checks to probe the 

main findings. The results of these analyses are reported in Table D6 in Appendix D. 

Due to delays in testing some schools, we ran an additional robustness check controlling for the date of testing, since 

this could have affected the dosage of the intervention. The results obtained from this analysis were not substantially 

different from the overall impact evaluation results. 

We also ran a model accounting for differences in the markers who marked the WAM (the primary outcome measure), 

since it is possible that they introduced a new source of bias due to different degrees of leniency in marking. The inclusion 

of these marker fixed effects slightly attenuated the effect size towards zero, but also did not change the overall results 

from the impact evaluation. 
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Finally, due to the imbalance in school level KS1 scores of the sample as analysed (see Table D1), we also ran a model 

which included average school level KS1 scores. Again, this analysis did not affect the effect size calculated in a way 

that alters our substantive conclusions.  

Estimation of effect sizes 

As previously outlined, effect sizes are calculated using Hedgesô g. These have been presented in Table 8 for the primary 

and secondary outcomes. Table C1 in Appendix C contains additional information used in the estimation of effect sizes 

(e.g., the SD). None of the effect sizes estimated for this trial are of a substantive magnitude, nor are they statistically 

significant. This is true for both the primary and secondary outcomes. 

Estimation of intra-cluster correlation (ICC) 

As this is a clustered trial, we estimated the ICC at the class level. At the time of randomisation, the ICC was estimated 

to be 0.15, which we based on EEF guidance drawing on analysis of NPD data from across England. However, in the 

event, the ICC of the primary outcome measure (the WAM) has turned out to be considerably higher, at 0.33. There are 

aspects of the sample which may explain some or all of this difference, including that the schools participating in the trial 

are disproportionately drawn from urban areas (although this was also the case for the estimate using EEF guidance, 

since we used the highest regional ICC, which happened to be for London), and that our missing data analysis provides 

weak evidence of the potential for our analysis sample to differ in terms of FSM composition. That said, we doubt these 

explain the extent of the difference, which is likely to be attributable to the outcome and/or outcome measure itself; for 

example, reflecting within-class shared writing practices that are consistently captured by the measure. This should be 

borne in mind in the design of future trials making use of measures of this type. 
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Implementation and process evaluation 

Summary 

¶ Administrative data showed that teacher compliance with training was fairly low, with only 55% of teachers 

meeting or exceeding the compliance threshold. However, despite relatively low compliance rates, the teachers 

in case study schools who attended felt that the training sessions were worthwhile. 

¶ Some teachers also highlighted a perceived lack of buy-in from SLTs, which made it more challenging for 

teachers to attend training and implement the CoW intervention. 

¶ Some teachers in case study schools found it challenging to implement the CoW intervention due to time 

constraints and pressure to teach the national curriculum, in light of SATs. 

¶ Teachers in case study schools described the CoW as a less structured approach to writing, highlighting a 

potential adjustment period required for pupils and teachers to get used to this new approach. 

¶ The survey data showed that teachers in both intervention and control schools reported similarly high rates of 

teaching about some elements important to the CoW intervention in the last academic year. 

¶ Teachers were very positive about the intervention, specifically the way they perceived it impacted childrenôs 

enthusiasm for writing. This was added to the updated logic model (see Figure 8). 

This section contains the findings of the IPE, which are based on data collected from case studies and the supplementary 

post-intervention survey (see Methods for more details). The subsections are structured by theme and not RQs, in line 

with what Nowell et al. (2017) propose as best practice qualitative reporting; however, the RQs addressed by each 

subsection are outlined in Table 10. The first subsection provides background Context on the case study schools, as 

well as information on usual practice in relation to teaching writing, while the next two subsections set out factors affecting 

the implementation of CoW and its delivery with fidelity. The final subsection details evidence on the Mechanisms 

underpinning the intervention and its perceived impact.  

Table 10: Research questions (RQs) addressed 

Subsection in IPE results Research questions 

Implementation RQ1. In what ways was the programme implemented? What are the barriers and facilitators of 
delivery? In particular: 

a SLT óbuy-inô; 

b delivery of training and resources: (i) whether it appears to be effective in ensuring that 
teaching staff understand the aims and main features of the intervention; 

c delivery of the intervention: (i) whether it appears to facilitate childrenôs engagement.  

RQ2. To what extent did the schools engage with the intervention in line with the intervention aims?  

RQ5. How do the strategies and techniques from the CPD and residential training emerge as part of 
teaching, and in what ways does this lead to improved teaching practice? 

Mechanisms and 
perceived impact 

RQ1c. Delivery of the intervention: (ii) whether it appears to be effective in supporting childrenôs 
attainment; and c) whether it appears to facilitate childrenôs engagement. 

RQ6. To what extent does the intervention improve teacher confidence as a writer?  
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RQ7. How does the intervention benefit the pupils: what are the mechanisms by which the teacher 
implements the intervention with their pupils?  

RQ8. How does teachersô practice in relation to pupils revising their writing change? 

Context 

This section discusses three contextual factors in case study schools that influenced the implementation of CoW: teacher 

attendance at training; the schoolôs rate of FSM; and the teacherôs experience of writing. Each is discussed in turn, 

followed by a description of how CoW compares to usual practice.  

Compliance: Teacher attendance at training was relatively low 

Overall, 26 (55%) intervention schools met the minimum trial compliance criteria of attending both weekend residentials 

and at least two CPD sessions, 21 (45%) did not (further detail on barriers to attendance and training experience are 

provided in the next section (Implementation). Within the six case study schools, attendance at training was higher. Of 

the six case study schools, teachers from four schools attended all training sessions. In the two other case study schools, 

only one CPD session was missed. Training attendance is not a perfect proxy for engagement, as training was missed 

for a variety of reasons. However, it is possible that the case study schools may represent some of the more engaged 

schools. Case study data is supplemented by data from the survey, which all schools were asked to complete, to provide 

a broader picture of experiences with implementing the CoW intervention.  

The schoolôs rate of free school meals (FSM) 

As well as the characteristics presented in the Methods section, variation in case study schools was also captured 

qualitatively. Teachers at the three schools with high (above 20%) FSM rates described factors that made it more difficult 

to teach their pupils writing. They described having classes with high numbers of children with special educational needs 

(SEN), as well as more generally, children reading less at home, and having more limited vocabularies and life 

experiences upon which to base their writing.  

óI think our childrenôs experiences ï life experiences ï are not as rounded as a lot of other children. 
So they find it very difficult to write about things that they have not experienced that you would take 
for granted. Vocabulary, our children on entry, vocabulary is extremely low and that then is a pattern 
through school.ô (SLT member 01) 

At the school with a fairly low FSM rate (between 6 and 10%), issues with writing attainment were also reported, 

particularly among boys, who were seen to write the minimum and less creatively. In contrast, members of staff from the 

two schools with very low rates of FSM (under 5%) did not describe any specific challenges with teaching writing; indeed, 

one described their planning of writing lessons as one of the schoolôs key strengths.  

Teacher experience 

The teachers involved in implementing the CoW programme at case study schools had a range of teaching experience, 

including those who were recently qualified with less than four years of teaching experience, a teacher who had taught 

for nine years, and a teacher who was a member of the schoolôs SLT. Among these teachers, there were those who had 

a passion for writing, including a teacher who had specialised in English at university. The teachers with a passion for 

writing really welcomed the opportunity to take part in the programme, seeing it as an opportunity to improve their own 

writing and their teaching of writing. There were also teachers who did not have a particular inclination for writing 

themselves or did not see teaching English as one of their strengths. These teachers saw CoW as an opportunity to 

improve their teaching, for example:  

óWhen I first saw Craft of Writing I thought this is perfect for me. I love the idea of going away and 
actually finding some time to be a writer myself.ô (Teacher 04) 
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One of these teachers was concerned that CoW was something additional they would have to get used to, among the 

other demands on them as a relatively inexperienced teacher. 

óI was an NQT, I was focusing on this English, planning writing and getting my head around it so that 
I know what Iôm doing. Then to sort of say, right we are going to start playing around with this idea, 
at first I was a little bit that Iôm just getting my head around it.ô (Teacher 02) 

Usual practice: Some Craft of Writing (CoW) techniques were already in use 

In terms of how English, particularly writing skills, are typically taught in Year 5 classes, some interviewees, particularly 

SLT members, commented that their school already used CoW techniques, including free writing (i.e., periods where 

children are encouraged to write focusing on composition, rather than elements of writing such as spelling, grammar 

and handwriting), and phases of drafting and editing work. The control school survey also found that similar proportions 

of intervention and control school teachers reported that in the last academic year they had taught about a range of 

elements important to CoW including: writing for different audiences (89% intervention to 97% control); the effects on 

readers of choosing specific words and phrases (97% intervention to 92% control); and had provided opportunities for 

children to write in a way that involved multiple phases of drafting (86% intervention to 89% control) (Full survey 

responses are available in Appendices J and K.)  

Some of the case study teachers also described key differences between usual classroom practice and CoW-style 

teaching. Case study teachers said that the way they typically taught writing was more structured and directive. For 

instance, they tended to provide children with an example of the type of writing they should produce, including 

instructions on the features to include in it, particularly grammatical structures. It was also commented that typical writing 

lessons often concentrated on story writing and presenting events using a óbeginning, middle and endô structure, rather 

than on providing rich descriptive detail as in CoW lessons.  

ó...itôs just very, very different to what they have done before... Because before, a lot of the times 
teaching is you read a bit of a book and you discuss the book, you rewrite the story and then you 
move on to your next unit.ô (Teacher 01) 

ó... they [pupils] are trying to use the same grammar functions over and over again and they would 
have seen examples, and either replicating the same examples or theyôll be coming up with 
something thatôs very near to those things.ô (Teacher 06) 

These differences were picked up by the survey, which found that a much higher proportion of intervention teachers 

said that they had allowed children to choose their own topic to write about (75% intervention to 35% control) and 

provided opportunities for free writing (94% intervention to 41% control). In addition, while 68% of control school teachers 

said that they had received training on teaching writing skills in the last academic year, only 11% of control school 

teachers said they had received training on developing their own writing skills (in other words, going beyond training on 

how to teach writing to others), which is a core element of the CoW programme. 

Implementation 

Delivering the intervention with fidelity 

To deliver the CoW intervention with fidelity, in other words, to deliver it as intended, teachers needed to apply the CoW 

framework, introduced to them through the residentials and CPD sessions, in the classroom. The CoW framework is 

made up of five overarching elements: language choices; text-level choices; the readerïwriter relationship; being an 

author; and the writing process. From interviews and notes taken during lesson observations, there was evidence of all 

five elements being applied in multiple schools, with use of techniques relating to the writing process being particularly 

evident. Examples of the ways in which the framework was observed as translated into the classroom by teachers are 

provided in Table 11.  
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Table 11: Translation of Craft of Writing (CoW) framework to the classroom 

Element from Craft of Writing 
(CoW) framework 

Examples of translation to classroom 

Language choices Emphasis on language choices (e.g., using ópowerfulô words and phrases) (Interview 
numbers: 03, 04; Observation numbers: 01, 03, 04, 05, 06) 

Discussion of why authors use particular language (Observation: 02) 

Text-level choices Impact of shorter and longer sentence lengths (Observations: 01, 05) 

Use of dialogue to enhance mood (Observation: 01) 

Use of pace to enhance mood (Observation: 01) 

Use of tense (Interview: 03; Observation: 02) 

Readerïwriter relationship Helping the reader to feel specific emotions (Interview: 01, 02, 03; Observations: 03, 04) 

Use of óshow, not tellô (Interview: 02, 04; Observations: 01, 02, 03, 04, 05) 

Importance of writing to engage the reader (Interview: 01; Observations: 03, 05) 

Being an author Emphasising that children are authors and have ownership over their writing (Interview: 03; 
Observation: 03) 

Emphasising children having choice over their writing (Interview: 03; Observations: 03, 04, 
06) 

Writing process Free writing 

Time for free writing (Interviews: 01, 02, 03, 04, 05, 06; Observations: 01, 03, 04, 05, 06) 

Separate exercise books for messier and neater writing (Interview: 06; Observations: 01, 
03) 

Peer feedback on writing (Interviews: 02, 03, 04; Observations: 01, 03, 05) 

Revising and editing 

Discussion of writing as an iterative process (Interviews: 02, 05; Observations: 03, 05) 

Encouragement to write things down before going back to edit (Interviews: 03, 04, 06; 
Observation: 06) 
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Writing continued over more than one lesson (Interviews: 03, 04, 05, 06; Observations: 01, 
04) 

There were two main ways identified that the programme model was modified (see Intervention section for a detailed 

description of the programme). In some case study schools, an emphasis was retained on including specific aspects of 

spelling and grammar in pupilsô writing, while the CoW approach encourages writing initially without a focus on spelling 

and grammar, and then going back to edit and refine. Examples of this were found in observations, where teachers 

wrote vocabulary on the board that they expected to be included in their classôs writing, or must not be misspelt. It was 

also observed that a teaching assistant, who would not have attended CoW training themselves, reminded children to 

check their spelling and grammar several times, and corrected their work during the time allocated for open-ended 

writing.  

In addition, a key part of the approach is giving children opportunities to write more freely, with greater choice over topic 

and how they spend their writing time. It was noted in observations, however, that lessons tended to be broken into a 

number of short sections of five to twenty minutes in length, with children expected to complete a specific writing task in 

this time; for instance, continuing a story having been given a sentence starter. Interviewed teachers also explained why 

they tended to give more direction and had given their class fewer opportunities for more extensive free writing. This 

included giving children more specific parameters in which to write, which, it was suggested, gave children the 

confidence to get started with their writing, as well making it easier for the teacher to support the class and provide 

feedback on their work. One case study teacher described how some pupils needed additional support to start them off, 

as some pupils hadnôt always had the experiences relevant to the activity: 

óSo the free writeé my children always need a little bit of something, like the story with the 
description setting or something, because they donôt always have that life experience. Some of them 
do, but like, some of them havenôt even been in a forest before.ô (Teacher 03) 

In one case study school, the way that CoW was delivered seemed in particular contrast to the approach laid out in the 

intervention model. At this school, the framework was primarily used as a tool for analysing texts to determine why 

authors had used certain techniques in their writing, with the class spending minimal time on the actual writing process 

ó...maybe 10 minutes at the end they are going to get something down in their booksô (Teacher 02). This was also found 

to be the case during the observation, where it was noted that, unlike in any other case study school, the lesson involved 

analysing a fictional text with no creative writing component. It was at this school that the class teacher described having 

initial concerns about taking part in the intervention, as they were recently qualified and just getting used to other aspects 

of English planning. Compared to other case study teachers implementing the CoW intervention, this teacher described 

particular difficulties with understanding how to use the Framework in practice. For instance, they described finding free 

writing unmanageable, because the children all wrote different pieces and the teacher felt that they had to provide 

tailored feedback on the childrenôs work, which related to the different sub-components of the CoW framework.  

óI think they found that quite difficult and I found it difficult. Every sentence in every piece, why have 
you done this, why have you done that and related to the Framework, and because it was so new 
there was a lot of building blocks that we needed to put in.ô (Teacher 02) 

The teacher also felt under considerable pressure to dedicate time to CoW, while also ensuring that other curriculum 

requirements, particularly grammar teaching, were met. Over time, and with support from a member of the schoolôs SLT, 

the teacher moved towards using the Framework primarily as a tool for examining how authors write, with the idea that 

pupils would then begin to apply similar techniques in their own writing.  

Factors affecting implementation  

Building on some of the reasons that the intervention was not always delivered with fidelity described above, this section 

discusses four overarching factors that were identified as affecting implementation: attendance at training; SLT óbuy-inô; 

the national curriculum; and pupilsô response to the intervention.  
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Attendance at training 

As there is no in-school support associated with CoW, attendance at training sessions was essential in order for teachers 

to be able to implement the intervention in class. Attending all of the residential and CPD training sessions was, however, 

a substantial challenge for schools and, as noted above, compliance with training attendance was low. The 

administrative data showed that a third (34%) of teachers at intervention schools were not able to attend at least one of 

the residentials, and over half (57%) missed at least one CPD session. According to the survey, reasons for not attending 

residentials included: personal commitments (including childcare); lack of school cover; the involved teacher leaving or 

changing during the school year; and not being aware of the training. The reasons given for not attending CPD sessions 

were the same, but with the following additional reasons: school commitments (including national curriculum 

assessments); sickness or hospital appointments; and difficulties with travelling to the CPD session.  

Teachers at case study schools also described how attending the training sessions had been quite a commitment: 

attending weekend residentials meant giving up time on the weekend, while CPD sessions required teachers to leave 

their class with cover. It was clear, however, that teachers felt it was worth attending the training sessions because of 

what they got out of them. Teachers valued the fact that CoW gave them the opportunity to focus on improving their own 

writing skills, in contrast to other training courses which focus purely on teaching skills. Teachers explained that by 

having the space to write, try out creative writing exercises and receive feedback from tutors on residentials, they 

understood more about the process of writing and it helped them to understand how it feels as a pupil when you are 

asked to begin writing. Through the residentials, teachers also picked up teaching techniques to take back to the 

classroom, which were further reinforced by the CPD sessions that focused more directly on how to put the CoW 

intervention into practice in the classroom.  

ó...your writing improved in just sitting with the tutors and having chats with them. You knew how to 
improve yourself and even then delivering as a teacher by just watching the way that they delivered 
it. It was inspiring. It was really good.ô (Teacher 03) 

SLT óbuy-inô was limited 

SLT support was crucial in enabling teachers to attend residential and CPD training sessions. Within the case study 

schools, teachers reported that their SLT had been supportive of them attending, arranging cover and, in some cases, 

giving them time back after residentials to make up for the fact they had worked over the weekend. Teachers did report, 

however, that at other schools, teachers were not always released to attend training by their SLT, particularly because 

of upcoming Ofsted inspections, and because the timing of one of the CPD sessions clashed with national assessments 

(commonly known as SATs).  

óI know how schools work and they will turn around and say, ñwhat are you actually doing that day, 
do you need to be there?òé So, I think itôs just about SLT making sure that they make time for it 
here and Iôve had no problem with thaté. But thatôs probably where the problems are, I think where 
people havenôt been there. It will be all SATs.ô (Teacher 06) 

Another way that a schoolôs SLT influenced implementation was through the level of freedom they gave teachers to 

implement the CoW intervention in the classroom. Members of the SLT could facilitate implementation through providing 

teachers with the time to plan CoW lessons and to deliver them within busy timetables, by embracing the teachersô use 

of new techniques and being responsive to teacherôs requests for advice or guidance. It was, however, clear from both 

teacher and SLT interviews that SLT members had not provided substantial input and it was instead key that the teacher 

was given authority to use the new approach. Indeed, as discussed in the Fidelity section, in the school where the SLT 

member had been more closely involved in developing lesson plans, the intervention was eventually delivered less in 

keeping with the CoW model, and more in line with the approaches used in the rest of the school.  

óIôve not had to be [that involved]. [The teacher] takes things and runs with it...Obviously, heôs talked 
to me about what heôs doing and some of the things that heôs had to do in his class and had to 
change from what had been planned and the expectationsô (SLT member 01) 

óI had to do a CPD form when I got back anyway, to give feedback and on what the next steps are 
and what I need for the school in order to complete my task. Then with [the SLT member], I would 
go and have a chat with her about it and what I needed from her.ô (Teacher 03) 
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Finally, as indicated by case study and administrative data, in some schools CoW was not implemented, despite 

teachers attending training sessions, because their school had begun implementing an alternative writing scheme such 

as Introduction, Point, Explain, Ending, Links and Language (IPEELL) or Talk for Writing, which were seen to have 

elements that did not align with CoW. This highlights the importance of the schoolôs SLT óbuying-inô to using the CoW 

approach, if it is to be successfully implemented. 

Adherence to national curriculum limited available time for the intervention 

The national curriculum and the requirements of Ofsted were raised as major challenges to implementing CoW in the 

classroom. Teachers described how there was little time for CoW lessons when other aspects of the English curriculum 

needed to be covered, such as spelling, grammar, handwriting and reading. This could be a particular problem when 

time for teaching English had been reduced in order to balance the time spent on teaching different subjects, as part of 

Ofstedôs push, at the time of data collection, for a broad and balanced curriculum. As a result, some teachers reported 

that they had not spent as long on CoW activities, particularly techniques such as free writing, as they would have liked. 

óI know that heôs found the free writing, he really likes that side of it, but heôs found it really tricky to 
fit it. Heôs not done as much of that as I know he would have loved to, due to the time constraints 
again with the curriculum.ô (SLT member 01) 

Part of the difficulty with spending time on CoW teaching was that it was seen by some teachers to require them to 

deviate substantially from standard teaching. For instance, while the curriculum was seen to promote writing with neat 

presentation and correct grammar, CoW was seen as promoting óroughô, ómessyô work, with a focus on creativity over 

grammar. This led to concerns being expressed about how teachers could demonstrate to assessors that they were 

meeting curriculum requirements, if they dedicated time to CoW.  

ó...thereôs this juxtaposition where you need to get the children certain things into the writing for our 
assessment purposes. Then you want them to be more creative and Iôve felt itôs been a bit of a 

balancing act.ǃ (Teacher 05) 

Concerns around meeting curriculum objectives, and especially around finding time for CoW, were expressed 

particularly strongly by teachers who had taught CoW separately to other English teaching. Where teachers did not 

express such concerns as strongly, they had typically either integrated CoW teaching with their usual English teaching, 

for instance, by focusing writing on the cross-curricular topic, or they felt confident that CoW would enable their classes 

to demonstrate the skills that Ofsted are looking for. Teachers in the latter group felt that, by teaching through CoW, 

children produced writing that was more engaging to the reader, had greater flow, and naturally included the grammar 

structures that need to be covered as part of the national curriculum.  

óWeôve still got expectations to meet for the local authority and Ofsted. But there seems to be a great 
emphasis on, ñis it a great piece of writing and are you hooking the reader?ò The Craft of Writing 
lends itself perfectly to that.ô (Teacher 04) 

Additionally, within the context of the trial, pressure on teachers could arise because their school wanted consistency in 

lesson planning across classes, to ensure that pupils doing CoW did not miss out on key curriculum content covered by 

non-intervention classes. This was described as particularly difficult to navigate by a teacher who had to co-plan with 

teachers of combined Year 5 and Year 6 classes who did not want to change their teaching approach when some of 

their pupils had national assessments (SATs) coming up, but was also evident in other schools purely in relation to 

teaching across Year 5.  

ó...weôve got [several] Year 5 classes, so it was making sure that the class that we are doing Craft of 
Writing was still getting the same curriculum entitlement of the othersé because we didnôt want 
either [the Craft of Writing class] to miss out on vital bits of other curriculum, equally, we didnôt want 
the other classes to miss out [on Craft of Writing].ô (SLT member 01) 

Pupilsô response to the intervention necessitated an adjustment period 

The fourth influence on implementation was how pupils responded to their teacher using a different approach. Though 

there were case study interviewees who felt that the CoW intervention was similar to how they typically taught, it was 

generally described as being challenging for their class to adjust to a less structured approach to writing. This influenced 
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implementation because it meant that there had to be a period of adjustment with teachers and pupils getting used to 

the intervention. For one teacher, it was felt that a slower implementation period would have helped. 

ó...because they have had years of, Iôve got to get this in, Iôve got to get this in. Then all of a sudden 
move from that... it just blows their mind a little bit. Maybe if it was integrated [in the] school slowly, 
and that was an expectation of their writing then, [then] I think that might work a lot better.ô (Teacher 
05) 

There were three groups identified who might need additional support with CoW. These were pupils with SEN who might 

find it difficult to adjust to the skills required by CoW, or struggle with the physical aspects or writing; children who prefer 

structured writing exercises; and pupils from disadvantaged areas who, some teachers felt, had limited life experiences 

on which to base their writing. Teachers described how support could be put in place to support children who struggle, 

especially when implementing CoW in areas of higher deprivation, or in classes with high numbers of pupils with SEN. 

Suggested ways to provide support included breaking down open writing tasks into smaller chunks for process-driven 

children, allowing children with limited motor skills to use computer equipment or audio recorders for writing exercises, 

and teachers using their own writing to model new skills to their class. Particularly in more disadvantaged areas, teachers 

described the importance of providing children with sensory material or new experiences to inspire their writing.  

ó...the trouble they have got with this school particularly is... a huge lack of life experiences... So Iôve 
tried to give them experiences like that. We did some writing in the year and took them to a forest 
and had them lying on the ground and hugging trees just to get the textures.ô (Teacher 01) 

Mechanisms and perceived impact 

This section considers the evidence in support of the mediating mechanisms and outcomes proposed in the original 

logic model (Figure 1) and provides information on where these have been revised. The first subsection looks at the 

mechanisms and outcomes related to teachers, while the second subsection considers these in relation to children. The 

logic model has been revised to include the updated activities and moderating factors (Figure 8). 

  



        The Craft of Writing 
Evaluation Report 

 

58 

 

Figure 8: Revised logic model for the Craft of Writing (CoW) 

 

Teacher mechanisms and impact 

In the original logic model, there were three teacher-focused mechanisms through which the intervention was anticipated 

to have an effect:  

1 teachers growing in confidence as writers; 

2 teachers having a stronger subject knowledge of the craft of writing;  

3 changing teaching so that it is more focused on using craft knowledge and fostering a community of creative 

writers. 

To reflect evidence from the IPE, these have been revised to: 

1 teachers feel more confident and enthusiastic about writing; 

2 teachers understand how to implement the approach; 
































